Generative Al Training as Unjust Enrichment
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Generative Artificial Intelligence (Al) has taken the world by storm,
promising to revolutionize any industry it enters. Creating a generative
Al model is a complex and costly process. Developing and maintaining
the model requires a gargantuan amount of human-created expressive
content. Yet, the creators of these expressive works have not consented
to this use nor have they been compensated for it. Balancing the interest
of human creators against the potential advancements offered by
generative Al has become a prominent topic of debate among legal
scholars and policymakers. Presently, this issue is predominantly
explored through the lens of copyright law.

Unfortunately, the application of copyright law to the dilemma of
generative Al training proves futile, leading to one of two extreme
solutions. First, courts could find that generative Al training infringes
on the copyright of human creators. If this is the case, human creators
will be protected through injunctions and statutory damages, but this
protection will spell the end of generative Al training. Second, courts
could hold that generative Al training does not constitute copyright
infringement but should instead be considered fair use. Under this
alternative, human creators receive nothing. Ironically, this outcome is
also detrimental to the further development of generative Al If human
creators are not compensated for their labor and have insufficient
incentive to create, generative Al will have less human-generated data
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to train on. Over time, if generative Al is increasingly trained on Al-
generated content, the model may collapse. The fact that copyright law
offers poor solutions to the generative Al dilemma is not surprising
because generative Al was nothing more than science fiction when
copyright law was developed.

Against this backdrop, this Article is the first to offer an alternative
legal response to the dilemma of generative Al training: the law of
unjust enrichment. Unjust enrichment law can offer a middle-ground
solution between the two extreme responses offered by copyright law.
Unjust enrichment law can provide better-tailored remedies that
establish a layer of protection for human creators without paralyzing
the market for generative Al. Courts can strike the proper balance
between artist and Al by providing human creators liability-rule
protection instead of property-rule protection. Liability-rule protection
offers human creators moderate compensation without given them the
power to stop the training and development of generative Al. More
broadly, unjust enrichment—a residual and flexible legal framework
that is not context-specific—is uniquely suited for application to new
technologies and emerging problems. Unjust enrichment law also
enjoys an advantage over copyright law in terms of its
interjurisdictional applicability. Thus, any limitation set on Al
development under United States copyright law will mainly
disadvantage American firms. Conversely, if American courts adopt
liability under unjust envichment for Al training, parties can enforce the
regime against foreign firms. The Article studies additional advantages,
implications, and limitations of the proposal to apply unjust enrichment
doctrine to generative Al training, including preemption, the challenges
created by lack of provenance, and the diversity of plaintiffs under this
cause of action.
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I. INTRODUCTION

In recent years, and increasingly so since the release of Open Al’s ChatGPT
in November 2022,! generative Artificial Intelligence (AI) has drawn
heightened attention.> Generative Al has made a wild leap forward and is
disrupting the way we work, learn, teach, research, and think.> Generative-Al-

IKrystal Hu & Anna Tong, OpenAl Unveils Personalized AI Apps as It Seeks to
Expand Its ChatGPT Consumer Business, REUTERS, https://www.reuters.com/technology/
openai-enables-customized-gpt-bots-offers-cheaper-more-powerful-models-2023-11-06 [https://
perma.cc/UK7V-HKQG6] (Nov. 6, 2023).

2 See Victoria Bekiempis, Can Sarah Silverman’s AI Lawsuit Save Us from Robot
Overlords?, VULTURE (Aug. 11, 2023), https://www.vulture.com/article/sarah-silverman-
openai-meta-lawsuit-explainer.html [https://perma.cc/FY8J-ZVQ9] (“[Al is] becoming more
and more enmeshed with our daily lives . . ..”).

3 See Pamela Samuelson, Fair Use Defenses in Disruptive Technology Cases, 71
UCLA L. REV. 1484, 1486 (2024).
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powered models can create new stories,* answer exam questions,’ write poems,®
compose symphonies,’ paint pictures, generate realistic-looking photos,® and
even conduct relationships.” Yet generative Al is not created in a vacuum. To
create its outputs, generative Al must first train on gigantic databases comprised
of expressive works previously created by humans.!0 The creators of these
works usually are not compensated for the use of their creations,!! their consent
is not secured as a condition to use their works,'? and they may not even know
that their works have been included in a training dataset.!3 Some such creators
have filed complaints against companies developing generative Al, arguing that
these companies are utilizing their work free of charge.!* Thus, while generative
Al represents incredible new opportunities, the legal foundation that would
allow its operation is still unclear. The problem is thorny yet simple: how do we

4 Ann Yuan, Andy Coenen, Emily Reif & Daphne Ippolito, Wordcrafi: Story Writing
with Large Language Models, 27 INT’L CONF. ON INTELLIGENT USER INTERFACES 841, 843
(2022) (reporting the ability of Large Language Models to write a story).

5 Daniel Martin Katz, Michael James Bommarito, Shang Gao & Pablo Arredondo,
GPT-4 Passes the Bar Exam, PHIL. TRANSACTIONS ROYAL SoC’y, Apr. 15, 2024, Article No.
20230254, at 1, 5; Debra Cassens Weiss, Latest Version of ChatGPT Aces Bar Exam with
Score Nearing 90th Percentile, A.B.A. J. (Mar. 16, 2023), https://www.abajournal.com/web/
article/latest-version-of-chatgpt-aces-the-bar-exam-with-score-in-90th-percentile.

6 Brian Porter & Eduoard Machery, AI-Generated Poetry Is Indistinguishable from
Human-Written Poetry and Is Rated More Favorably, NATURE: SCI. REPS., Nov. 14, 2024,
Article No. 26133, at 1.

7See Bernard Marr, Generative Al Is Revolutionizing Music: The Vision for
Democratizing Creation, FORBES, https://www.forbes.com/sites/bernardmarr/2023/10/05/
generative-ai-is-revolutionizing-music-loudlys-vision-for-democratizing-creation/?sh=2{73b6¢3
775b [https://perma.cc/DPH8-SEXU] (Oct. 5, 2023).

8 See Kishor K, How Generative Al Is Revolutionizing Drawing and Art, MEDIUM
(June 17, 2023), https://medium.com/@Nontechpreneur/how-generative-ai-is-revolutionizing-
drawing-and-art-6c4¢99e67ba9.

9 See Ayelet Gordon-Tapiero, A Liability Framework for AI Companions, 1 GEO.
WasH. J.L. & TECH. (forthcoming 2026) (manuscript at 9-13).

10 See discussion infra Parts I1.A, ILB.

W Gerrit De Vynck, Al Learned from Their Work. Now They Want Compensation,
WaSH. Post (July 16, 2023), https://www.washingtonpost.com/technology/2023/07/16/ai-
programs-training-lawsuits-fair-use.

12 See Samuelson, supra note 3, at 1486 (“Some authors and artists strenuously object
to the use of their works . . . .”).

13 See Kevin Schaul, Szu Yu Chen & Nitasha Tiku, Inside the Secret List of Websites
That Make Al like ChatGPT Sound Smart, WASH. PosT (Apr. 19, 2023), https:/
www.washingtonpost.com/technology/interactive/2023/ai-chatbot-learning ~ (reporting  that
some companies do not disclose the content of their training data).

14 E.g., Complaint at 1, Andersen v. Stability Al Ltd., No. 23-cv-00201 (N.D. Cal. Jan.
13, 2023) [hereinafter Andersen Complaint]; Complaint at 5, Silverman v. OpenAl, Inc.,
No. 23-cv-03416 (N.D. Cal. July 7, 2023) [hereinafter Silverman Complaint]; Complaint at
3, 23 Getty Images (U.S.), Inc. v. Stability Al, Inc., No. 23-cv-00135 (D. Del. Feb. 3, 2023);
Complaint at 10, 18, Authors Guild v. OpenAl, Inc., No. 23-cv-08292 (S.D.N.Y. Sept. 19,
2023) [hereinafter Authors Guild Complaint].
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balance the new utility promised by generative Al with the rights of the humans
that created the content that allowed and continues to allow its development?

Currently, this dilemma is hotly debated, primarily through the lens of
copyright law and the fair use defense.!> Unfortunately, this doctrinal framing
leads to one of two extreme solutions, both of which are unsustainable and
unjust. First, if courts ruled that the use of copyrighted works in the training of
generative Al is an infringement of copyright, the companies training generative
Al would not only have to refrain from further training, but they would also
likely have to pay enormous amounts in statutory damages.!¢ This could very
well bring an end to the market for generative Al. Second, if courts found that
generative Al training constitutes fair use and does not infringe on the works it
was trained on, human creators would be discouraged from creating expressive
works.!7 Ironically, this outcome could also spell the end of generative Al
Without new human content to train on, the models would eventually collapse
into themselves.!® Copyright law thus offers two dichotomous outcomes, each
unhelpful and leading to a dead end. Scholars are rightfully concerned with this
paradox and have produced a plethora of articles and essays trying to solve the
puzzle.!® Yet the truth of the matter is that copyright law, through the application
of the fair use doctrine, is simply ill-equipped to deal with this type of
technology. As Benjamin Sobel writes, “[Clurrent fair use doctrine threatens
either to derail the progress of machine learning or to disenfranchise the human
creators whose work makes it possible.”20

Against this backdrop, this Article is the first to offer a new way forward:
the law of unjust enrichment, which provides a middle-ground solution between
the two extremes offered by copyright law. In particular, unjust enrichment
suggests that generative Al tools enjoy the labor of human creators, without
paying for it. As human creators did not give their work willingly as a gift,
established legal doctrine suggests that it would be unjust if companies training
generative Al models were allowed to utilize it without payment.2! To avoid
unjust enrichment, companies training generative Al must pay fair wages as

15 See Samuelson, supra note 3, at 1556-57 (discussing copyright claims on training
data and anticipating that fair use will be the main defense in lawsuits charging the
developers of generative Al with copyright infringement).

16 See id. at 1486-87.

17 See Benjamin L. W. Sobel, Artificial Intelligence’s Fair Use Crisis, 41 COLUMB. J.L.
& ARTS 45, 77 (2017).

18 1lia Shumailov et al., The Curse of Recursion: Training on Generated Data Makes
Models Forget, ARX1V, Apr. 14, 2024, Article No. 2305.17493, at 13, https:/arxiv.org/abs/
2305.17493 [https://perma.cc/PA39-GG7X] (identifying the effect of Model Collapse when
generative Al models are trained on Al generated content); David Sweenor, Al Entropy: The
Vicious Circle of Al-Generated Content, MEDIUM (July 14, 2023), https://towardsdata
science.com/ai-entropy-the-vicious-circle-of-ai-generated-content-8aad91a19d4f (detailing
the dangers of training generative Al models on content generated by Al).

19 See infra Part I11.

20 5obel, supra note 17, at 45.

21 For a discussion of unjust enrichment in this context, see infra Part IV.B.3.



290 OHIO STATE LAW JOURNAL [Vol. 86:2

compensation equal to the approximate market value of the services they
received, inasmuch as the parties can construct such a bargain as a legal
fiction.?2 We suggest that this is not only a natural legal response and doctrinally
sound but also that it provides a fair solution going forward, allowing for the
responsible continued development of generative Al technology. Under this
solution, human creators enjoy a level of protection that allows them to benefit
fairly from their work without being able to completely prevent their works from
being used to train generative Al.

Naturally, applying the law of unjust enrichment to the generative Al
paradox comes with its own list of issues and complications. We do not argue
that unjust enrichment is a panacea. Instead, we merely suggest that unjust
enrichment is an important legal avenue that has been completely ignored by
scholars in this context. It is very much worth exploring. Some practitioners
have argued for unjust enrichment in claims filed against Al companies, but
these claims have little doctrinal analysis or theoretical foundation.?3 This
Article aims to fill this gap by providing such a legal framework.

This Article makes three contributions. First, conceptually, this Article
illustrates how generative Al training is incompatible with the basic concepts of
copyright law, and this Article illustrates the advantages of unjust enrichment
doctrine in this context. Unjust enrichment is a residual and flexible category,
and it can be easily adapted to new contexts and problems. Second, doctrinally,
this Article develops the required legal framework for the application of unjust
enrichment law to the issue of Al training, demonstrating how the basic
elements of liability in unjust enrichment would apply to this problem. Third,
normatively, this Article demonstrates the advantages of applying the doctrine
of unjust enrichment to generative Al training, thus making a novel contribution
to the debate on a pressing legal issue.

This Article proceeds as follows. Part II provides the background for our
analysis, reviewing the processes of generative Al development and
highlighting the importance of existing data to this process. This Part details the
development stages of generative Al technology—dataset curation, model
training, and deployment of the model—and shows that they constitute distinct
and separate phases, each characterized by its own problems and each
presenting its own challenges. Part III reviews existing debates regarding
generative Al development in contemporary copyright scholarship. This Part

22 See Open Letter from the Authors Guild to Sam Altman, CEO, OpenAl et al., https:/
authorsguild.org/app/uploads/2023/10/Authors-Guild-Open-Letter-to-Generative-Al-Leaders.pdf
[https://perma.cc/2JB8-7TMK6] (“Generative Al technologies built on large language models
owe their existence to our writings. These technologies mimic and regurgitate our language,
stories, style, and ideas. Millions of copyrighted books, articles, essays, and poetry provide
the ‘food’ for Al systems, endless meals for which there has been no bill. You’re spending
billions of dollars to develop Al technology. It is only fair that you compensate us for using
our writings, without which Al would be banal and extremely limited.”).

23 See, e. 2., Andersen Complaint, supra note 14, para. 198, at 36; Silverman Complaint,
supra note 14, count 6, at 14.
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shows that copyright law presents an “all-or-nothing” choice, providing a poor
legal response to the challenges presented by generative Al development. This
Part also highlights that copyright scholarship focuses primarily on two stages
of generative Al development—dataset curation and deployment—but ignores
the third: model training. This distinction is important for our analysis because
it opens the door to applying unjust enrichment doctrine on this stage of
generative Al development, thus also circumventing the issue of preemption.
Part IV then offers the core of our proposal to apply unjust enrichment doctrine
to the issue of generative Al training. This Part details the doctrinal structure
necessary for this legal innovation and illustrates its compatibility with existing
legal materials. Part V offers a detailed discussion of our proposal in Part IV
and explores possible advantages, limitations, and counter arguments. This Part
offers an in-depth study of the issues of preemption, interjurisdictional
application, international competition, the status of different types of plaintiffs,
and the distinction, prevalent in law and technology scholarship, between
human and computer readership. A short conclusion follows.

II. THE LIFE CYCLE OF GENERATIVE Al

The development of generative Al can be roughly divided into three
categories.>* The first category consists of curating a dataset. This category
heavily depends on the large amounts of content humans have been creating for
centuries.?> In the second category, the model is trained on a dataset and
potentially fine-tuned using further context-specific datasets.?¢ In the third
category, the model is deployed and users can interact with it, whether directly

24Katherine Lee, A. Feder Cooper & James Grimmelmann, Talkin’ 'Bout Al
Generation: Copyright and the Generative-Al Supply Chain, 71 J. COPYRIGHT SOC’Y
(forthcoming 2024) (manuscript at 1, 32), https://ssrn.com/abstract=4523551. Lee, Cooper,
and Grimmelmann identify eight stages in the generative Al supply chain that are broken up
into three separate categories. /d. at 36.

23 See id. at 34-35. The irony of referring to computers trained entirely on human-
created content as artificial intelligence has not been lost. See Bekiempis, supra note 2
(“These artificial-intelligence systems, it’s kind of an ironic name, because they are built
entirely and exclusively on the work of human creators . . . When we talk about artificial
intelligence, we have to understand where it’s really from: It’s human intelligence, [but] it’s
just been divorced from the creators.”); Silverman Complaint, supra note 14, para. 3, at 1
(“A large language model’s output is therefore entirely and uniquely reliant on the material
in its training dataset. Every time it assembles a text output, the model relies on the
information it extracted from its training dataset.”).

26 Lee, Cooper & Grimmelmann, supra note 24, at 37-45 (describing the fine-tuning
process); Paul Ohm, Focusing on Fine-Tuning: Understanding the Four Pathways for
Shaping Generative AI, 25 COLUM. SCI. & TECH. L. REV. 214,219-31 (2024) (describing the
stages of generative Al development).
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through an interface or by having it integrated into other software.?’ Different
parties can carry out each of these stages, though the same company may
undertake all stages on its own.28

A. Dataset Curation

Data is pivotal to the development of generative AL.>° Generative Al relies
on gargantuan amounts of data to learn patterns, linguistic structures, and
contextual relationships.3? The first stage of generative Al development entails
the creation of suitable datasets, which serve as generative Al’s main source of
information about the world.3! The quality of any generative Al model depends
first and foremost on access to large amounts of data, along with the quality and
diversity of this data.3?

27 At this point in the development of generative Als, detailed descriptions of their
structure and training risk becoming quickly obsolete. This Part therefore focuses on
concepts that are likely to remain constant in the foreseeable future. See Lee, Cooper &
Grimmelmann, supra note 24, at 4549 (highlighting the challenge of writing about the
rapidly changing field of AI).

28 Id. at 37-38 (“[W]hile dataset collection and curation can be carried out by the same
entities that train generative-Al models, it is common for these processes are [sic] split across
different actors. . . . It is necessary, therefore, to consider the potential liability of dataset
creators and curators separately from the potential liability of model trainers.”); Samuelson,
supra note 3, at 155657 (“Assembling and curating datasets for training models may,
moreover, be done by different entities than model developers and deployers.”).

2 Ayelet Gordon-Tapiero, Katrina Ligett & Kobbi Nissim, On the Rival Nature of
Data: Tech and Policy Implications, 2025 ASS’N FOR COMPUTING MACH. SYMP. ON
COMPUT. SCI. & L. 17, 24 (noting the centrality of data in the training of generative Al
models).

30 See Mark A. Lemley & Bryan Casey, Fair Learning, 99 TEX. L. REV. 743,753 (2021)
(“To make the judgments we want them to make, [machine learning] systems must first be
exposed to thousands, millions, or even billions of examples—all of which are collected and
stored in a database known as a ‘training set.””); Sobel, supra note 17, at 58 (“[R]ather than
analyzing ‘hard-coded’ knowledge baked in by human designers, machine learning
ascertains patterns from ‘raw’ data. These methodologies encourage and reward the
acquisition of large amounts of data.”); Lee, Cooper & Grimmelmann, supra note 24, at 3,
73.

31 See Lee, Cooper & Grimmelmann, supra note 24, at 34; Silverman Complaint, supra
note 14, para. 3, at 1 (“A large language model’s output is therefore entirely and uniquely
reliant on the material in its training dataset.”).

32 See Maggie Harrison Dupré, AI Companies Are Running Out of Training Data,
FuturisM (Nov. 13, 2023), https:/futurism.com/ai-companies-training-data [https://perma.cc/
VL94-79AK] (suggesting data partnerships to fulfill the need for large amounts of training
data); CARMIT YULIS, HOWARD POLINER & LITAL HELMAN, MINISTRY OF JUST. (ISR.),
OPINION: USES OF COPYRIGHTED MATERIALS FOR MACHINE LEARNING 10 (2022) (“The
importance of a good dataset cannot be overemphasized. The quality of Al systems depends
first and foremost on the scope of the data the system collects in the ML stage, as well as the
quality and diversity of such data.”); Amanda Levendowski, How Copyright Law Can Fix
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Datasets used for generative Al development must be compiled from broad,
relevant, and reliable data.3> A dataset that includes a limited perspective or
content that is biased or low-quality cannot be expected to generate high-quality,
diverse, and innovative output.3* Luckily for the companies developing
generative Al models, they have an enormous amount of accessible data of
many types and forms.33 The datasets used to train today’s leading generative
Al models are predominantly based on huge amounts of data scraped from the
internet.3® Some common sources include data scraped from sites such as
Wikipedia,?” news articles,?® blogs,3° content from various social networks,*°
as well as books and academic literature, or a combination of any of the above.*!
Different types of generative Al systems require various types of data such as

Artificial Intelligence’s Implicit Bias Problem, 93 WASH. L. REv. 579, 583, 592 (2018)
(highlighting the importance of including heterogeneous data in training datasets).

33 See Levendowski, supra note 32, at 583, 585 (detailing that Al trained on biased data
is likely to produce biased outputs in what in computer science is known as “garbage in,
garbage out”).

34 See Katherine Lee, Daphne Ippolito & A. Feder Cooper, The Devil Is in the Training
Data, in A1 AND LAW: THE NEXT GENERATION 5, 11 (2023) (highlighting the importance of
constructing a high-quality dataset); Levendowski, supra note 32, at 585 (“Even an Al
system designed by diverse creators and driven by impeccable algorithms will nevertheless
generate biased results if reliant on biased data.”).

35 Al companies are reportedly running out of data to train their models on. See Dupré,
supra note 32.

367 ce, Cooper & Grimmelmann, supra note 24, at 37 (“Dataset creators for generative
Al often meet this need [for large amounts of data] by scraping data from the Internet.”).

37 Lee, Ippolito & Cooper, supra note 34, at 7 (“Other datasets included data scraped
from crowd-sourced platforms, such as Wikipedia . . . .”).

38 Lee, Cooper & Grimmelmann, supra note 24, at 19-20 (describing that news articles
are a common data source for text models); see Leo Gao et al., The Pile: An 800GB Dataset
of Diverse Text for Language Modeling, ARX1v, Dec. 31, 2020, Article No. 2101.00027, at
3, https://arxiv.org/pdf/2101.00027 [https://perma.cc/S5BE-2396] (detailing the contents of one
of the leading training datasets); Complaint para. 2, at 2, N.Y. Times Co. v. Microsoft Corp.,
No. 23-cv-11195 (S.D.N.Y. Dec. 27, 2023) [hereinafter N.Y. Times Complaint] (“[OpenAl]
gave Times content particular emphasis when building their LLMs . . . .”).

39 See Schaul, Chen & Tiku, supra note 13 (detailing that the GPT models were trained
on a trove of blogs). See generally Jesse Dodge et al., Documenting Large Webtext Corpora:
A Case Study on the Colossal Clean Crawled Corpus, in 2021 PROC. CONF. ON EMPIRICAL
METHODS NAT. LANGUAGE PROCESSING 1286 (detailing the structure of the C4 dataset).

40 See Alec Radford et al., Language Models are Unsupervised Multitask Learners,
OPENAI, https://cdn.openai.com/better-language-models/language models_are unsupervised
multitask learners.pdf (detailing that the developers of the GPT models used content scraped
from Reddit); DeepAiTools, A Step-by-Step Guide to Train ChatGPT: The Twitter
Copywriter Use Case, MEDIUM (June 24, 2023), https://medium.com/@DeepAiTools/a-step-
by-step-guide-to-train-chatgpt-the-twitter-copywriter-use-case-ba6ee9191c¢77 (exploring how
Twitter can be used in the training process of ChatGPT).

41 Colin Raffel et al., Exploring the Limits of Transfer Learning with a Unified Text-to-
Text Transformer, 21 J. MACH. LEARNING RSCH., Jan. 1, 2020, Article No. 140, at 25-27
(detailing the contents comprising the C4 dataset).
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visual (paintings, photos, satellite images, medical imaging, videos, etc.), audio
(speeches, interviews, music, medical audio, etc.) and text (books, websites,
computer code, etc.).*? Generative Al models are able to create expressive
works because they stand on the shoulders of past generations of human
creators.*3

Datasets currently used for the development of generative Al differ from
earlier types of datasets in two main ways. First, contemporary datasets are not
annotated by humans. Current generative Al models can learn statistical patterns
in the data without humans annotating the training data.** Second, the sheer
scale of today’s training datasets supersedes that of earlier datasets in a way that
has deeply changed the level with which dataset compilers are familiar with the
precise contents of their dataset.*> The decision to transition from human-
curated to computer-generated datasets has had a huge impact on the provenance
(or lack thereof) of each piece of data included in a dataset. In today’s training
datasets, it is almost impossible to determine the source of each piece of data.*

Given the size of today’s datasets and the lack of provenance, there is no
way to determine the copyright status of every piece of data included in a

42 See Lee, Cooper & Grimmelmann, supra note 24, at 19-24. This is far from an
exhaustive list of the types of data that are used to train generative Al systems, and there is
an almost endless list of categories of data. For the purposes of this Article, the main type of
relevant data is text or any other type of data that can be converted to text. It is also interesting
to note that generative Al models are not restricted to content that was generated in text.
OpenAl launched Whisper, an Al-based transcription tool that can turn spoken words into
text that can then be used as training data for LLMs. Introducing Whisper, OPENALI (Sept.
21, 2022), https://openai.com/index/whisper [https://perma.cc/WGV3-6DFE].

43 There is concern that at a not-so-far point in the future LLMs will be trained on Al-
generated content, which would be detrimental to the generative and creative abilities of
Large Language Models (LLMs). See Shumailov et al., supra note 18, at 2 (describing
“model collapse” in different generative models).

44 Lee, Ippolito & Cooper, supra note 34, at 12 (“This classification model
might . . . itself be built with automatically derived labels.”).

45 Id. at 6-7 (describing the development of datasets); see Lemley & Casey, supra note
30, at 745 (“[I]n order to create the right conditions for this learning process, engineers must
begin by collecting and compiling enormous databases of exemplary tasks for machines to
practice on, known as ‘training sets.’”).

46 Lee, Ippolito & Cooper, supra note 34, at 5. This challenge also impacts the
developer’s ability to remove any particular piece of data from the dataset (for example, if a
data subject asks for their data to be deleted from a dataset, it is not at all clear that it is
possible to do so). Recently the New York Times was successful in getting the
CommonCrawl dataset to refrain from scraping its paywalled content. See Alistair Barr &
Kali Hays, The New York Times Got Its Content Removed from One of the Biggest Al
Training Datasets. Here's How It Did It., BUS. INSIDER (Nov. 8, 2023), https:/
www.businessinsider.com/new-york-times-content-removed-common-crawl-ai-training-dataset-
2023-11?7=US&IR=T.
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dataset.4” It is, however, safe to assume that most training datasets include
varying degrees of copyrighted material. Another related challenge stems from
the fact that Al models do not give all data included in a dataset the same weight
in the training process.*® Thus, certain pieces of data within a dataset may not
be included at all in the training process, while others—usually high quality,
reliable content—may be fed to the model more than once. For instance,
OpenAl has publicly admitted that “high-quality content, including content
from The [New York] Times, was more important and valuable for training the
GPT models as compared to content taken from other, lower-quality sources.”*?

B. Model Training

Once a dataset has been assembled, the training of the generative Al model
can begin. The training process is not always completely automated, and
humans may intervene at various stages.’® The training process is one of the
most expensive stages of developing an Al model, requiring resources such as
time, data storage, and computing power.>! The training process of generative

47 See Lee, Ippolito & Cooper, supra note 34, at 14. This is true for several reasons.
First, the lack of provenance means that some copyright-protected data may be scraped
directly from its source without the licensing process legally required. See, e.g., Andersen
Complaint, supra note 14, paras. 57-58, at 13. Second, copyright-protected material may be
shared or posted by a third party. See, e.g., id. paras. 114—15, 124, at 24-26. This third party
may have been licensed to use the copyright-protected material but may have used it in
violation of copyright protections. See, e.g., id. paras. 119-22, at 25. Third, because the
scraping process is automated, a certain piece of data may have been included in the dataset
by mistake. See Lee, Ippolito & Cooper, supra note 34, at 5. Finally, some generative Al
models are trained on datasets whose content is kept confidential. See, e.g., Authors Guild
Complaint, supra note 14, para. 79, at 10.

jz N.Y. Times Complaint, supra note 38, para. 90, at 27.

1d.

30 ee, Ippolito & Cooper, supra note 34, at 7, 10, 12 (describing various stages at
which human intervention is necessary (e.g. picking whether to include entire sources of data
in the training data), possible (e.g. fine-tuning through RLHF), and impossible (e.g.
annotating all data sources)).

31 See Will Knight, OpenAl’s CEO Says the Age of Giant AI Models Is Already Over,
WIRED (Apr. 17, 2023), https://www.wired.com/story/openai-ceo-sam-altman-the-age-of-
giant-ai-models-is-already-over (reporting that it cost OpenAl over $100 million to train
GPT4); Alexander Suvorov, BLOOM Overview, MEDIUM (Mar. 13, 2023), https://
medium.com/@alexander.suvorov/overview-a6ce99a827c4 (reporting that BigScience spent
$9 million to train BLOOM); Abhi Venigalla & Linden Li, Mosaic LLMs: GPT-3 Quality
Jfor <$500K, DATABRICKS (Sept. 29, 2022), https://www.mosaicml.com/blog/gpt-3-quality-
for-500k [https://perma.cc/NSD5-GA39] (reporting that MosaicML spent about $450,000 to
train its LLM, which is reported to reach GPT-3-like quality); Ohm, supra note 26, at 221
(highlighting that pretraining is an extremely expensive process).
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Al consists of pre-training and fine-tuning.3? During pre-training, a generative
Al model is fed large amounts of unlabeled data, and it learns to identify
“patterns, structures, and semantic knowledge present in the text corpus.”3 A
model that has undergone a pre-training process can be operated as is, or it can
be fine-tuned.>* As Katherine Lee, A. Feder Cooper, and James Grimmelmann
explain, “Fine-tuning . .. has the general goal of taking such a preexisting
model and making it better along some dimension of interest. . . . [F]ine-tuning
transforms a model into another model, while incorporating more data.”>> Often,
pre-training and fine-tuning will involve training the same algorithm, while
operating on different bodies of training data.’® For example, to reach a high
scientific level of output, a model pre-trained on a general corpus from the
internet will need to go through fine-tuning using a corpus of scientific papers.>’

One form of fine-tuning is Reinforcement Learning with Human Feedback
(RLHF).’® In this process, a human provides feedback for the output of
generative Al. For example, a human selects the best response to a query out of
several produced by the model or marks an output with a thumbs-up or thumbs-
down.>® RLHF is a meaningful tool in curbing harms generated by Al-powered

32 Bijit Ghosh, Empowering Language Models: Pre-Training, Fine-Tuning, and In-
Context Learning, MEDIUM (June 11, 2023), https://medium.com/@bijit211987/the-evolution-
of-language-models-pre-training-fine-tuning-and-in-context-learning-b63d4c161e49 (detailing
the training process); Lee, Cooper & Grimmelmann, supra note 24, at 36, 39-43 (describing
the training process).

33 Ghosh, supra note 52 (describing the pre-training stage).

34 Lee, Cooper & Grimmelmann, supra note 24, at 41-42 (noting that a model could sit
idly and never be used to generate output).

33 Id. at 42-43 (describing the process of fine tuning a model).

5674 at 43; Rui-Jie Yew & Dylan Hadfield-Menell, Break It Till You Make It:
Limitations of Copyright Liability Under a Pre-Training Paradigm of AI Development, 2023
INT’L CONF. ON MACH. LEARNING, WORKSHOP ON GENERATIVE Al & L. 1, https://
blog.genlaw.org/CameraReady/30.pdf [https://perma.cc/YEOV-8UST] (“[L]arge models are
usually trained with generic tasks (e.g., next-word prediction) on broad datasets and fine-
tuned (i.e., re-trained) on narrower and, typically, smaller task-specific datasets.”).

37 See Lee, Cooper & Grimmelmann, supra note 24, at 43 (“[T]he fine-tuning stage
takes the learned parameters of the more general base model, and updates them by training
further on scientific text data.”).

58 Ohm, supra note 26, at 224, 225 n.34; see also Paul F. Christiano et al., Deep
Reinforcement Learning from Human Preferences, ARX1v, Feb. 17, 2023, Article No.
1706.03741, at 1-2, https://arxiv.org/abs/1706.03741 [https://perma.cc/HG72-9RWQ].

39 See Yogesh K. Dwivedi et al., Opinion Paper: “So What if ChatGPT Wrote It?”
Multidisciplinary Perspectives on Opportunities, Challenges and Implications of Generative
Conversational Al for Research, Practice and Policy, INT’L J. INFO. MGMT, Aug. 1, 2023,
Article No. 102642, at 11 (detailing different methods of RLHF); Sumit Singh,
Reinforcement Learning with Human Feedback (RLHF) for LLMs, LABELLERR (June 21,
2023), https://www.labellerr.com/blog/reinforcement-learning-with-human-feedback-for-
llms [https://perma.cc/JK9K-C9G4] (describing the RLHF process); Lee, Cooper &
Grimmelmann, supra note 24, at 53—54 (addressing the process of fine-tuning).
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models such as bias and discrimination.®? Instructions provided by a human in
the RLHF stage regarding which outputs should be considered harmful can help
limit such outputs.! Researchers observed that RLHF can teach AI models
about “normative concepts of harm from the training data. As such, they are
better able to follow instructions to avoid harm.”®2 But RLHF is not an air-tight
mechanism, and even models trained with RLHF can sometimes “exhibit
undesired behaviors.”63

While it is possible for a single entity to carry out dataset curation, pre-
training, and fine-tuning, different parties may perform each of these steps.®4
Some actors may choose to skip fine-tuning altogether while others may decide
to carry out several rounds of fine-tuning.%> Once the fine-tuning stage is
complete, the model is ready to be deployed.®®

C. Deployment and Generation

Once a generative Al model is trained, it may be publicly released. This can
be done by uploading an open-source set of parameters to a platform accessible
to third parties.®’” Sharing the parameters making up the model allows other
actors to alter the model (by further fine-tuning it) or embed it into their own
applications.®® Another possibility is that the model itself will not be publicly
released, but rather will be integrated into a larger system. When a closed-source
model is integrated into larger systems, it is unlikely that the engineers operating

60 See Lee, Cooper & Grimmelmann, supra note 24, at 54 (describing the advantages
of RLHF).

61 Deep Ganguli et al., The Capacity for Moral Self-Correction in Large Language
Models, ARX1vV, Feb. 18, 2023, Article No. 2302.07459, at 2-3, https:/arxiv.org/pdf/
2302.07459 [https://perma.cc/JUD7-5VSS].

62 Id at 10 (detailing advantages of RLHF).

63 OpenAl, GPT-4 Technical Report, ARXIV, Mar. 27, 2023, Article No. 2303.08774v6,
at 12 (2023), https://cdn.openai.com/papers/gpt-4.pdf [https://perma.cc/L788-XCDX]
(describing safety measures that were used in training GPT-4); see, e.g., Milad Nasr et al.,
Scalable Extraction of Training Data from (Production) Language Models, ARX1V, Nov. 28,
2023, Article No. 2311.17035v1, at 2, https:/arxiv.org/pdf/2311.17035.pdf [https://perma.cc/
6A8E-VTRG] (describing that one undesirable type of behavior that LLMs can exhibit is
outputting private data they were trained on).

64 Lee, Cooper & Grimmelmann, supra note 24, at 44 (“For each of these possibilities
in the supply chain, there can be different actors involved. Sometimes, the creator of a model
also fine-tunes it. . . . In other cases, another party does the fine tuning.”).

65 Id. at 4344 (“[A] model trainer does not have to fine-tune at all . . . Alternatively, it
is possible to perform multiple separate passes of fine-tuning.”).

66 Jd. at 45 (describing the different possible deployments for a fine-tuned model, i.e.,
model release and system deployment).

67 See ERIC S. RAYMOND, THE CATHEDRAL AND THE BAZAAR: MUSINGS ON LINUX AND
OPEN SOURCE BY AN ACCIDENTAL REVOLUTIONARY 73-76 (Tim O’Reilly ed., rev. ed. 2001)
(providing an explanation on open-source and its properties).

68 Lee, Cooper & Grimmelmann, supra note 24, at 41-42 (describing what can happen
after the initial training process is complete).
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these larger systems will be able to change the parameters of the deployed
model.?

Generative Al tools produce outputs based on user prompts.’? The user’s
prompt strongly impacts the model’s output, though the output also involves a
degree of randomness.”! Thus, a generative Al model fed with the prompt “write
a children’s story” may return numerous options. Even more specific prompts,
such as “write a story about a little girl walking through the woods to bring her
sick grandmother some food,” could generate more than one response. Prompt
engineering is a systematic approach to optimizing prompts to effectively
communicate with generative Al models to achieve desired outputs.”> The
ability to generate the proper prompt will be an increasingly important skill as
generative Al become ubiquitous.”3

III. COPYRIGHT LAW AND GENERATIVE Al TRAINING

Existing literature studies the problem of generative Al development
through the lens of copyright law.”* Thus, Samuelson explains that generative
Al development can infringe on copyright for two key reasons: first, because
dataset curation involves the copying of existing works,”> and second, because
generative Al outputs may be considered derivative works.”® If this is indeed

69 See Fiza Fatima, Open-Source LLMs vs Closed-Source LLMs: An Enterprise
Perspective, DATA ScI. DoOJO (Feb. 15, 2024), https://datasciencedojo.com/blog/open-source-
[lm [https://perma.cc/8XAD-VBUS].

70 ee, Cooper & Grimmelmann, supra note 24, at 49 (highlighting the centrality of
user prompts in generating outputs).

7L Id. at 50 (“[T]here is randomness in each generation.”).

72 Edward Lee, Prompting Progress: Authorship in the Age of AI, 76 FLA. L. REV. 1445,
1450, 1455, 1461 (2024) (describing prompt engineering and the application of copyright to
it); see Lee, Cooper & Grimmelmann, supra note 24, at 66 (analyzing the impact of
engineering prompts on the copyright of the output of generative Al). See generally Louie
Giray, Prompt Engineering with ChatGPT: A Guide for Academic Writers, 51 ANNALS
BIOMED. ENG’G 2629 (2023) (describing prompt engineering, the techniques of writing
prompts, and the common pitfalls involved); Leo S. Lo, The CLEAR Path: A Framework for
Enhancing Information Literacy Through Prompt Engineering, J. ACAD. LIBRARIANSHIP,
July 2023, Article No. 102720 (creating a framework to guide beginners through the process
of successful prompt engineering).

73 See Nik Popli, The AI Job That Pays Up to $335K—And You Don’t Need a Computer
Engineering Background, TIME (Apr. 14, 2023), https:/time.com/6272103/ai-prompt-
engineer-job [https://perma.cc/8YZ9-WWKT] (predicting that prompt engineering will
become a lucrative job).

74 See generally Lee, Cooper & Grimmelmann, supra note 24. The article asks one of
the leading questions in the context of generative Al: “Does generative Al infringe
copyright?” id. at 1.

75 Samuelson, supra note 3, at 1550 (“[D]efendants made copies of the plaintiffs’ in-
copyright works . . . .”).

76 Id. (“[G]enerated outputs are infringing derivative works because they are based on
the works on which the models were trained.”).
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the case, then copyright law must offer human creators protection to “promote
the Progress of Science and useful Arts.”’” Thus, creators must be granted a
level of protection in their creations so they have an incentive “to create
informative, intellectually enriching works for public consumption.””® To
motivate creators, authors, and inventors, copyright law grants them “a bundle
of exclusive rights””® to ensure they are “remunerated for their creative
labors.”80

If copyright protection is too strong, however, it will stifle further
innovation, which is inherently built on existing knowledge.8! Copyright
protection therefore has its limits, with the fair use doctrine serving a key role
in this balancing act.8? Thus, copyright law seeks to balance two competing
goals: first, to protect innovative works,33 and second, to facilitate the use of
these works to promote downstream innovation.3* If human creators are offered
strong copyright protection, this may impede generative Al development.

Scholars currently study this dilemma through the lens of the fair use
doctrine,®> asking whether generative Al development infringes on the
copyrights of human creators or whether it constitutes fair use.8¢ The test for

77U.S. CONST. art. I, § 8.

78 Authors Guild v. Google, Inc., 804 F.3d 202, 212 (2d Cir. 2015).

7 Harper & Row, Publishers, Inc. v. Nation Enters., 471 U.S. 539, 546 (1985); see
Authors Guild, 804 F.3d at 212; Andy Warhol Found. for the Visual Arts, Inc. v. Goldsmith,
598 U.S. 508, 526 (2023); Google LLC v. Oracle Am., Inc., 593 U.S. 1, 11-12 (2021).

80 Adi Libson & Gideon Parchomovsky, Toward the Personalization of Copyright Law,
86 U. CHIL. L. REV. 527, 527-28 (2019) (explaining the economic justification of copyright);
see 17 U.S.C. § 106.

81 See Harper & Row, 471 U.S. at 545 (“[Clopyright is intended to increase and not to
impede the harvest of knowledge.”); Authors Guild, 804 F.3d at 212; Pamela Samuelson,
Justifications for Copyright Limitations and Exceptions, in COPYRIGHT LAW IN AN AGE OF
LIMITATIONS AND EXCEPTIONS 12, 25 (Ruth L. Okediji ed., 2017) (“Authors routinely draw
upon preexisting works in the process of creating new ones.”).

82 See Lemley & Casey, supra note 30, at 760. In Authors Guild v. Google, the doctrine
of fair use was accepted by the courts as a protection from copyright infringement for
Google’s digitization of millions of books. Authors Guild, 804 F.3d at 207. The court ruled
that Google’s use of the books, though copied in their entirety, was a “highly transformative”
fair use. Id. at 216. In Field v. Google, the court found that Google’s cache copying of
contents from Field’s website was similarly a transformative use, rendering it fair use. Field
v. Google Inc., 412 F. Supp. 2d 1106, 1123 (D. Nev. 2006).

83 See Libson & Parchomovsky, supra note 80, at 527 (describing copyright as
remedying a public goods dilemma).

84 See Pamela Samuelson, Generative AI Meets Copyright, 381 SCIENCE 158, 159
(2023) (describing the challenges of applying copyright to generative Al); see Gideon
Parchomovsky & Philip J. Weiser, Beyond Fair Use, 96 CORNELL L. REV. 91, 93-95 (2010)
(detailing that fair use must promote the responsible use of copyrighted works).

85 See, e.g., Lee, Cooper & Grimmelmann, supra note 24, at 7.

86 See Authors Guild, 804 F.3d at 213 (Judge Leval clarified that the four factors should
not be viewed “‘in isolation, one from another. All are to be explored, and the results weighed
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fair use typically focuses on four key elements: the nature of the use of the
copyrighted work, the nature of the copyrighted work, the quantity of the use,
and the impact of the use on the parties and on society at large.8”

A. The Nature of Use

The first fair use factor, and arguably the most important one,?® pertains to
“the ‘purpose and character’ of the use, including whether the use is ‘of a
commercial nature.””8° Thus, the first factor asks whether the secondary use was
transformative and whether it was done for a commercial purpose.®® In its ruling
in Campbell v. Acuff-Rose, the Supreme Court clarified the question as to
whether the secondary use “merely ‘supersede[s] the objects’ of the original
creation . . . or instead adds something new, with a further purpose . . . in other
words, whether and to what extent the new work is ‘transformative.””! Pierre
Leval explains the following:

[Transformative use] must be productive and must employ the quoted matter
in a different manner or for a different purpose from the original. . . . [I]f the
quoted matter is used as raw material, transformed in the creation of . . . new
insights and understandings—this is the very type of activity that the fair use
doctrine intends to protect for the enrichment of society.??

together, in light of the purposes of copyright.” ... [Fair use asks] how to define the
boundary limit of the original author’s exclusive rights in order to best serve the overall
objectives of the copyright law to expand public learning while protecting the incentives of
authors to create for the public good.” (quoting Campbell v. Acuff-Rose Music, Inc., 510
U.S. 569, 578 (1994)); see also Harper & Row, 471 U.S. at 560 (“[S]ince the doctrine is an
equitable rule of reason, no generally applicable definition is possible, and each case raising
the question must be decided on its own facts.” (quoting H.R. Rep. No. 94-1476, at 65
(1976)).

8717 U.S.C. § 107.

88 See Jane C. Ginsburg, Fair Use in the United States: Transformed, Deformed,
Reformed?, SING. J. LEGAL STUD. 265, 277 n.56 (2020) (“[T]he first factor has tended to
swallow up the second factor . . . as well as the third factor . . . .”).

89 Levendowski, supra note 32, at 622 (quoting 17 U.S.C. § 107(1)).

90 Lee, Cooper & Grimmelmann, supra note 24, at 105-06 (describing the components
of the first factor of fair use).

91 Campbell v. Acuff-Rose Music, Inc., 510 U.S. 569, 579 (1994) (first quoting Folsom
v. Marsh, 9 F. Cas. 342, 348 (C.C.D. Mass. 1841) (No. 4,901); then quoting Pierre N. Leval,
Toward a Fair Use Standard, 103 HArv. L. REV. 1105, 1111 (1990)); see also Authors
Guild, 804 F.3d at 214 (““Justice Story[]. . . [asks] whether and to what extent the new work
is “transformative.”” . .. [T]ransformative uses tend to favor a fair use finding because a
transformative use is one that communicates something new and different from the original
or expands it utility, thus serving copyright’s overall objective of contributing to public
knowledge.” (quoting Campbell, 510 U.S. at 578-79)).

92 Pierre N. Leval, Toward a Fair Use Standard, 103 HARv. L. REv. 1105, 1111 (1990)
(emphasis added).
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There is broad agreement that the purpose of the use of existing materials in
developing generative Al is transformative. Mark Lemley and Bryan Casey
argue that “even though [the developing process] doesn’t change the underlying
work, it changes the purpose for which the work is used.”®? Amanda
Levendowski also agrees that using copyrighted material to develop a
generative Al model is transformative.?* Katherine Lee, A. Feder Cooper, and
James Grimmelmann believe that Al development is transformative because it
generates “new  information, new aesthetics, new insights and
understandings.”> Lee, Cooper, and Grimmelmann highlight that, while it is
true that the curation of datasets leaves the existing materials untouched,
“assembling a dataset for Al training is a transformative purpose: it is a use of a
different sort than the usual expressive uses for the work itself.”® Other
researchers such as Matthew Sag and Edward Lee highlight that, unlike their
original expressive purpose, existing works serve as “grist for the mill” when
training generative AL°%7

The transformative nature of secondary use was a focal point in Authors
Guild v. Google.”® The case analyzed the legality of Google’s Library and
Google Books Projects. Google copied tens of millions of books and established
a search function for them.” The projects enabled broad searches known as
“data mining” that allowed users, infer alia, to generate statistical information
about the frequency of the use of words over time.!%0 In its search results,
Google also allowed users to view “snippets,” short excerpts, from the
copyrighted books.!%! Google did not obtain permission from the copyright
holders of these books, nor did it pay them.!92 The United States Court of
Appeals for the Second Circuit ruled that Google made fair use of the
copyrighted material.!03 The court recognized that, while the zext underwent no

93 Lemley & Casey, supra note 30, at 748.

94 Levendowski, supra note 32, at 623 (“There is also something highly transformative
about the act of using copyrighted works as data . . . .”).

93 Lee, Cooper & Grimmelmann, supra note 24, at 106 (quoting Cariou v. Prince, 714
F.3d 694, 707 (2d Cir. 2013)).

96 Lee, Cooper & Grimmelmann, supra note 24, at 112.

97 Levendowski, supra note 32, at 624 (quoting Matthew Sag, Copyright and Copy-
Reliant Technology, 103 Nw. U. L. REv. 1607, 1608 (2009)).

98 Authors Guild v. Google, Inc., 804 F.3d 202, 214-19 (2d Cir. 2015). Later decisions
have distinguished seemingly similar secondary uses from that of Google Books in Authors
Guild v. Google. See, e.g., Fox News Network, LLC v. TVEyes, Inc., 883 F.3d 169, 176-78
(2d Cir. 2018); Associated Press v. Meltwater U.S. Holdings, Inc., 931 F. Supp. 2d 537, 553—
57 (S.D.N.Y. 2013).

9 Authors Guild, 804 F.3d at 207.

100 74 at 208-09; see also Lemley & Casey, supra note 30, at 751 & n.48 (describing
how the transition from physical to digital records enabled the development of text data
mining).

11 guthors Guild, 804 F.3d at 207, 209.

10274, at 207.
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transformation, the purpose of the works had been transformed.!%* Similarly in
Perfect 10, Inc. v. Amazon.com, Inc., the Ninth Circuit ruled that Google’s use
of copyrighted images was transformative because the pictures were used to
display the search engine results.!0

On the other hand, the commercial nature of most companies’ generative Al
training practices pushes against a determination of fair use.!% The
transformative nature of the use and its commerciality must be weighed against
each other.197 Thus, “the more transformative the new work, the less will be the
significance of other factors, like commercialism, that may weigh against a
finding of fair use.”!9® However, the court’s ruling in Authors Guild, Inc. v.
Google, Inc. clarifies that commercial use by a defendant does not automatically
outweigh a product’s transformative value.!0?

B. The Nature of the Copyrighted Work

The second factor of the fair use test focuses on the nature of the copyrighted
works. This factor acknowledges that certain works are more central to the
intended scope of copyright protection than others.!10 Barton Beebe highlights
two elements within the second factor: “whether the work is creative or factual
and whether it is published or unpublished.”!!! Expressive elements of a
copyrighted work are protected while the factual elements in it are not.!12 Thus,

104 14 at 213-14, 217 (acknowledging that the question of a transformative purpose is a
matter of degree).

105 perfect 10, Inc. v. Amazon.com, Inc., 508 F.3d 1146, 1167 (9th Cir. 2007).

106 Andy Warhol Found. for the Visual Arts, Inc. v. Goldsmith, 598 U.S. 508, 571 (2023)
(Kagan, J., dissenting).

107 Campbell v. Acuff-Rose Music, Inc., 510 U.S. 569, 585 (1994) (“[TThe commercial
or nonprofit educational character of a work is ‘not conclusive,’ . . . but rather a fact to be
‘weighed along with other[s] in fair use decisions,’ . ...” (quoting Sony Corp. of Am. v.
Universal City Studios, Inc., 464 U.S. 417, 44849, 449 n.32 (1984)); Google LLC v. Oracle
Am., Inc., 593 U.S. 1, 32 (2021) (“There is no doubt that a finding that copying was not
commercial in nature tips the scales in favor of fair use. But the inverse is not necessarily
true, as many common fair uses are indisputably commercial.”).

108 Andy Warhol Found., 598 U.S. at 571 (Kagan, J., dissenting) (quoting Campbell, 510
U.S. at 579).

109 Jenny Quang, Does Training Al Violate Copyright Law?, 36 BERKELEY TECH. L.J.
1407, 1417 (2021).

U0 Campbell, 510 U.S. at 586 (“[SJome works are closer to the core of intended
copyright protection than others . . . .”).

1T evendowski, supra note 32, at 626 (citing Barton Beebe, An Empirical Study of U.S.
Copyright Fair Use Options 1978-2005, 156 U. PENN. L. REV. 549, 610 (2008)) (noting that,
at its core, copyright protects creative published works).

1274 at 625 (describing that the Supreme Court has found that fair use is more likely
“to be found in factual works than in fictional works” (quoting Stewart v. Abend, 495 U.S.
207, 237 (1990))).
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secondary uses of the expressive elements of a copyrighted creation are more
likely to be found in violation of copyright protection.!13

In the context of generative Al training, Lee, Cooper, and Grimmelmann
posit that the second factor “does not systematically favor either side” because
“[s]ome training data will be primarily informational; some will be primarily
expressive.”!14 They also recognize that if the dataset used for training
generative Al includes nonpublished works, “the second factor will particularly
favor the plaintiff.”!13

Copyright does not (and constitutionally could not) protect against the use
of facts, ideas, and linguistic patterns that appear in a text.!!® Indeed, this is
precisely the part of copyrighted works that would be considered fair use. As
Levendowski explains, “The use of fictional works as training data for Al
systems to ‘learn’ abstract concepts about language or images is ‘not related to
any creative component’ of the copyrighted works.”!!7 Similarly, courts have
concluded that “so long as copying served simply as a means of accessing ideas,
facts, or functionality—and not the original expression of the work—the use
was fair game.”!18

Despite playing an important role in the legal definition of fair use, the
second factor of the fair use test has “rarely played a significant role in the
determination of a fair use dispute.”!1?

C. Quantity and Proportionality

The third element of the fair use test focuses on the part of the copyrighted
works that was used, examining its “quantity and value.”!20 Courts do not just
conduct a mathematical quantitative analysis.!?! Rather, they ask whether the

13 Campbell, 510 U.S. at 586 (“This factor calls for recognition that some works are
closer to the core of intended copyright protection than others, with the consequence that fair
use is more difficult to establish when the former works are copied.”).

11‘5‘ Lee, Cooper & Grimmelmann, supra note 24, at 106.

1d.

116 goe Harper & Row, Publishers, Inc. v. Nation Enters., 471 U.S. 539, 556 (1985)
(acknowledging that copyright does not protect facts and ideas); Feist Publ’ns, Inc. v. Rural
Tel. Serv. Co., 499 U.S. 340, 347, 350 (1991) (explaining that applying copyright to facts
would be unconstitutional); see also Eldred v. Ashcroft, 537 U.S. 186, 197-98 (2003)
(clarifying that copyright is constitutional as it does not protect ideas).

U7 evendowski, supra note 32, at 626.

18 Lemley & Casey, supra note 30, at 762.

119 Authors Guild v. Google, Inc., 804 F.3d 202, 220 (2d Cir. 2015).

120 Folsom v. Marsh, 9 F. Cas. 342, 345, 348 (C.C.D. Mass. 1841) (No. 4,901) (involving
the unauthorized use of 353 pages from a twelve-volume biography of George Washington).

121 Campbell v. Acuff-Rose Music, Inc., 510 U.S. 569, 587 (1994) (clarifying that the
quantity of work copied is not the focal point); see also Authors Guild, 804 F.3d at 221 (“[A]
finding of fair use is more likely when small amounts, or less important passages, are copied
than when the copying is extensive, or encompasses the most important parts of the
original.”).
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part of the copyrighted work that was used aligns proportionately and
appropriately for the intended secondary use.!?? If the secondary use utilizes
only the part of the original works necessary to fulfill its purpose, it is more
likely to be found fair use.!?3 Excessive use of the original works may weigh
against a finding of fair use.!24

In the context of generative Al training, Lee, Cooper, and Grimmelmann
remind us that “[t]he dataset typically copies complete works verbatim. This
wholesale copying is justified, if at all, in light of the transformative purpose it
serves.”123 In Authors Guild v. Google, the court stated that “unchanged copying
has repeatedly been found justified as fair use when the copying was reasonably
appropriate to achieve the copier’s transformative purpose and was done in such
a manner that it did not offer a competing substitute for the original.”!26

D. Impact

The fourth factor of the fair use test inquires about the impact of the
secondary use on the market for copyrighted works.!27 It serves as a linchpin in
the balancing act between providing sufficient protection to encourage creators
and promoting the ongoing development of arts and science. It allows for a
nuanced, context-specific evaluation of the commercial landscape, facilitating
innovation based on the copyrighted material while ensuring it retains its

122 Authors Guild, 804 F.3d at 221 (explaining that the “the extent of permissible
copying varies with the purpose and character of the use” and characterizing “the relevant
questions as whether ‘the amount and substantiality of the portion used . . . are reasonable in
relation to the purpose of the copying’ (quoting Campbell, 510 U.S. at 586-87)); Google
LLC v. Oracle Am., Inc., 593 U.S. 1, 33 (2021) (“[E]ven a small amount of copying may
fall outside of the scope of fair use where the excerpt copied consists of the ‘heart’ of the
original work’s creative expression.” (quoting Harper & Row, Publishers, Inc. v. Nationwide
Enters., 471 U.S. 539, 56465 (1985))).

123 guthors Guild, 804 F.3d at 221.

124 See Campbell, 510 U.S. at 587-88.

1257 ee, Cooper & Grimmelmann, supra note 24, at 113.

126 quthors Guild, 804 F.3d at 214, 221 (“[W1hen the secondary use is transformative,
‘market substitution is at least less certain, and market harm may not be so readily inferred.””
(quoting Campbell, 510 U.S. at 591)); see also Andy Warhol Found. for the Visual Arts, Inc.
v. Goldsmith, 598 U.S. 508, 528 (2023) (“The ‘central’ question it asks is ‘whether the new
work merely supersedes the objects of the original creation . . . (supplanting the original), or
instead adds something new, with a further purpose or different character.” . . . Criticism of
a work, for instance, ordinarily does not supersede the objects of, or supplant, the work.
Rather, it uses the work to serve a distinct end.” (quoting Campbell, 510 U.S. at 579)).

1271 ee, Cooper & Grimmelmann, supra note 24, at 107-09 (detailing the considerations
analyzed under the fourth factor).
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economic value.!?8 In this framework, courts ask whether the secondary use
“may serve as a market substitute for the original.””12?

Lee, Cooper, and Grimmelmann point out that the outputs of generative Al
models might impact the market for copyrighted material because they could
lower the demand for the copyrighted work.13% Someone looking for
information about the Boer War before the democratization of generative Al-
powered language models would have conducted a Google search or navigated
directly to Wikipedia. Now, they may simply type the name of the battle into
one of the many Large Language Models (LLMs) powered by generative Al
such as ChatGPT, Bard, or Claude. The level of copyright infringement
generated by the output of generative Al can vary—from emitting verbatim
quotes of a copyrighted work (which strongly impact the market for the original
work) to generating content only vaguely reminiscent of the original (which has
little to no impact on the market for the copyrighted work).13!

More broadly, the output of generative Al models is likely to have a
devastating impact on the labor market. In 2016, the White House published a
report on “Artificial Intelligence, Automation, and the Economy.”!32 As noted
by Benjamin Sobel, the report anticipated “a shift in income from labor to capital
as automata begin to supplant human laborers.”!33 Sobel further added that “it
[is] difficult to countenance a fair use paradigm that allows sophisticated actors
to extract expressive value from copyrighted works, without compensation to
authors, in the service of technology that may well deprive those authors of a
livelihood.”!34 The anticipated impact of the outputs of generative Al tools
would likely deprive workers—in particular vulnerable ones—of their
livelihood.!35  Journalists are concerned about Al replacing them in

128 guthors Guild, 804 F.3d at 221, 223 (“The obvious reason for this lies in the
relationship between the third and the fourth factors. The larger the amount, or the more
important the part, of the original that is copied, the greater the likelihood that the secondary
work might serve as an effectively competing substitute for the original, and might therefore
diminish the original rights holder’s sales and profits.”).

129 Campbell, 510 U.S. at 587.

1307 ee, Cooper & Grimmelmann, supra note 24, at 107.

131 See, e.g., id. at 107-09 (demonstrating that the outputs of generative Al can substitute
copyrighted works).

132 ExEc. OFF. OF THE PRESIDENT, ARTIFICIAL INTELLIGENCE, AUTOMATION, AND THE
EcoNoMY (2016), https://obamawhitehouse.archives.gov/blog/2016/12/20/artificial-intelligence
automation-and-economy [https://perma.cc/L75C-33BP].

133 Sobel, supra note 17, at 81.

13414, at 82.

135 Quang, supra note 109, at 1408 (“This uncertainty disproportionately handicaps
smaller actors; the possibility of copyright liability may intimidate new Al developers aiming
to compete with established tech giants and could influence how researchers conduct their
work.”); Sobel, supra note 17, at 77-79 (“Expressive machine learning not only jeopardizes
the market for the works on which it is trained, it also threatens to marginalize authors
completely.”); Supravo Jana, Navigating the Future of Work: An Early Look at the Impact
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newsrooms,!3¢ and Hollywood writers went on strike for fear of being replaced
by generative AL.!37 The trend is only expected to increase and spread.!38

Executives within the generative Al industry have also voiced concern over
the copyright status of their training process and the impact of the models’
outputs on creators’ incentives. Ed Newton, a former executive at Stability-Al
(which has, inter alia, trained models like Stable Diffusion), expressed this view
on X (formerly Twitter), claiming that training on copyrighted material should
not be considered fair use: “Today’s generative Al models can clearly be used
to create works that compete with the copyrighted works they are trained on. So
I don’t see how using copyrighted works to train generative Al models of this
nature can be considered fair use.”!3 Sobel is similarly concerned about the
impact the outputs of generative Al will have on the creators of the copyrighted
works used in the training process.!4? He worries that a fair use finding would
deprive “contributors to the store of knowledge” of “a fair return for their
labors,” disincentivizing human creation.!4!

A ruling finding that a generative Al trained on copyrighted content
constitutes fair use could have a chilling effect on the creation of new
copyrighted works. Authors who know that their works will be ingested by a
generative Al without compensation or creator consent may find that their

of Large Language Models, MEDIUM (July 1, 2023), https:/medium.com/@supravojana/
navigating-the-future-of-work-an-early-look-at-the-impact-of-large-language-models-5c2bd3d7
ffe6 (warning that LLMs could replace human writers). Job replacement is one of the harms
detailed in the New York Times Complaint, supra note 38, at 2 (“Defendants’ unlawful use
of The Times’s work to create artificial intelligence products that compete with it threatens
The Times’s ability to provide that service.”).

136 Ron Schmelzer, Beyond Misinformation: The Impact of Al in Journalism and News,
FORBES (Sept. 21, 2024), https:/www.forbes.com/sites/ronschmelzer/2024/09/21/beyond-
misinformation-the-impact-of-ai-in-journalism--news (describing concerns that Al will replace
journalists); Pete Pachal, A1 Is Painful for Journalists but Healthy for Journalism, FAST Co.
(Mar. 27, 2025), https://www.fastcompany.com/91306676/ai-is-painful-for-journalists-but-
healthy-for-journalism (noting that while Al may have a positive impact on journalism, it is
likely to cause a shrink in media jobs).

137Will Bedingfield, Hollywood’s Screenwriters Are Right to Fear AI, WIRED (May 8,
2023), https://www.wired.co.uk/article/hollywood-screenwriters-artificial-intelligence-guardrails
[https://perma.cc/Z428-8TGY] (finding that the writers’ fears that they will be replaced by Al
to be justified).

138Winston Cho & Scott Roxborough, Hollywood at a Crossroads: “Everyone Is
Using Al but They Are Scared to Admit It,” HOLLYWOOD REP. (May 15, 2024), https:/
www_.hollywoodreporter.com/movies/movie-news/hollywood-ai-artificial-intelligence-cannes-
1235900202 [https://perma.cc/SQD9-99N4].

139 Ed Newton-Rex (@ednewtonrex), X (Nov. 15, 2023, 4:28 PM), https://twitter.com/
ednewtonrex/status/1724902327151452486 [https://perma.cc/X4JW-Q5U3].

140 gee Sobel, supra note 17, at 82.

14174 at 83.
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incentives have shifted in a way that it is no longer financially viable for them
to continue creating such works.!42

* * *

The analysis in this Part highlights the complexity of applying the fair use
doctrine to Al training. The underlying reason for this apparent difficulty is
clear: neither answer leads to desirable outcomes.!43 If generative Al
development is found to be fair use, then human creators would not be eligible
for compensation, and the impact on the market could be devastating.!44 At the
other extreme, if courts rule that generative Al development is not fair use, this
may open the floodgates for human creators to demand injunctions!4> and high
statutory damages!4¢ that threaten to stop Al development completely.!'47
Neither option facilitates a thriving environment for creativity and
innovation. 48

We suggest, however, that this analysis of copyright scholarship points a
way out of this thicket. Notice that the discussion above regarding infringement
and fair use focuses on only two out of the three stages of Al development. In
particular, as Samuelson explains, generative Al development can be infringing
because dataset curation entails the copying of existing works!'4® and because

142 See Lemley & Casey, supra note 30, at 746 (“[M]any of those plaintiffs may be
motivated to sue, either by the extraordinary statutory damages copyright law offers them or
because they don’t want their work used to train an Al that might someday replace their job
or might use the data in undesirable ways.”); see also Sobel, supra note 17, at 82
(“Furthermore, encouraging robotic forms of reading may impoverish the human expressive
faculties we presumably cherish—and place perverse restrictions on the kinds of expressive
activities humans may use their newfound leisure time to explore.”).

143 Sobel, supra note 17, at 45 (“[Clurrent fair use doctrine threatens either to derail the
progress of machine learning or to disenfranchise the human creators whose work makes it
possible.”).

144 1d_ at 97 (“Machine learning technology empowers these companies to extract value
from authors’ protected expression without authorization, and to use that value for
commercial purposes that may someday jeopardize the livelihoods of human creators.
Construing fair use to protect this activity will place the doctrine at odds with the public
interest and potentially exacerbate the social inequalities that Al threatens.”).

145 See generally Pamela Samuelson, Withholding Injunctions in Copyright Cases:
Impacts of eBay, 63 WM. & MARY L. Rev. 773 (2022) (discussing injunctions as a remedy
for copyright infringement).

146 pamela Samuelson & Tara Wheatland, Statutory Damages in Copyright Law: A
Remedy in Need of Reform, 51 WM. & MARY L. REV. 439, 441 (2009) (describing the reality
where statutory damages are “frequently arbitrary, inconsistent, unprincipled, and sometimes
grossly excessive.”).

147 See Sobel, supra note 17, at 45.

148 1d_ at 49 (“[B]roadly speaking, neither of the two outcomes the doctrine can reach
appears equitable or desirable.”).

149 Samuelson, supra note 3, at 1550 (“[D]efendants made copies of the plaintiffs’ in-
copyright works.”).
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outputs generated at the deployment stage might be derivative works.!3°
Conversely, copyright scholarship says little about the question of whether the
stage of training the model can constitute copyright infringement. And indeed,
the process of training itself does not seem to implicate any of the rights
protected under copyright.!3! It is not an act of copying, and it is not the creation
of a derivative work. If Al training is neither of those, the question of fair use
does not arise as to this stage of Al development. Because there is no claim for
infringement regarding Al model training, there is no need to argue the defense
of fair use.

We are therefore faced with the following quandary: if the training of an Al
model, as opposed to dataset curation and the generation of Al output, is neither
copyright infringement nor fair use, then what is it? This analysis opens the gate
to applying the law of unjust enrichment to the Al training stage, which we now
turn to.132 As we explain below, this form of analysis also suggests that federal
copyright law does not preempt the application of unjust enrichment doctrine to
generative Al training (as opposed to dataset curation and output generation).!33

IV. UNJUST ENRICHMENT

Generative Al development is a multi-billion-dollar industry.!>* It seems
unjust to allow developers of generative Al to profit at the expense of content
creators who generated the data on which generative Al is trained. In this Part,
we examine the possibility of applying the doctrine of unjust enrichment to
generative Al training. We suggest that the law of unjust enrichment can offer
a middle-ground solution between the two extreme possibilities provided by

150 74 (“[Glenerated outputs are infringing derivative works because they are based on
the works on which the models were trained.”).

151 See infra Part IV.B.

152 See Lee, Cooper & Grimmelmann, supra note 24, at 37-38 (detailing that liability
for dataset curation should be considered separately than for training the models).

153 See infra Part V.C.1.

154 Cade Metz, OpenAl in Talks for Deal That Would Value Company at $80 Billion,
N.Y. TIMES (Oct. 20, 2023), https://www.nytimes.com/2023/10/20/technology/openai-artifical-
intelligence-value.html; Adam Satariano & Cade Metz, Amazon Takes a Big Stake in the A.1
Start-Up Anthropic, N.Y. TIMES (Sept. 25, 2023), https:/www.nytimes.com/2023/09/25/
technology/amazon-anthropic-ai-dealhtml (reporting on the investment); Press Release,
Kempner Inst., MosaicML Acquisition Generative Al Platform Developed by Kempner’s
Jonathan Frankle Acquired by Databricks in $1.3 Billion Deal (June 30, 2023), https://
kempnerinstitute.harvard.edu/news/kempners-frankle-mosaicml-acquisition ~ [https://perma.cc/
9P78-NMDU]; Bernhard Warner, A4.I. Demand Lifts Nvidia Toward Trillion-Dollar
Valuation, N.Y. TiMES (May 25, 2023), https://www.nytimes.com/2023/05/25/business/
dealbook/nvidia-outlook-artificial-intelligence.html (reporting on the company’s value); Katie
Roof, Mark Bergen & Hannah Miller, Stability AI Secures Convertible Note After
Fundraising Struggle, BLOOMBERG (June 28, 2023), https://www.bloomberg.com/news/
articles/2023-06-28/stability-ai-secures-convertible-note-after-fundraising-struggle  (reporting
the company is valued at $1 billion).
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copyright law.!35 Unjust enrichment law offers more nuanced remedial options
compared to those available under copyright law, allowing generative Al to
flourish while also respecting the interests of human creators. We begin this Part
by offering a brief review of the law of unjust enrichment and its basic
principles, and then we apply this doctrinal framework to the case of generative
Al training.

A. The Law of Unjust Enrichment

The law of unjust enrichment, also known as the law of restitution, offers
enrichment-based remedies and enrichment-based liability.!3¢ Unjust
enrichment law is often associated with equitable remedies and is considered a
flexible and residual legal category!>” that is employed to address undesirable
outcomes resulting from the application of other legal categories. It is usually
utilized when more traditional categories of liability (such as contract, tort, or
property) fail to offer an effective remedy.!>3

The basic maxim of the law of unjust enrichment provides that a person
unjustly enriched at the expense of another must make restitution of any
undeserved benefits.!3® This maxim is recognized as a fundamental moral
principle!®? and a cornerstone of any legal system.!®! The basic maxim of unjust
enrichment is typically analyzed and applied in three stages: (1) the existence of

155 See Yotam Kaplan, Adi Libson & Gideon Parchomovsky, The Renaissance of
Private Law, 119 N.W.U. L. REv. 1427, 1454 (2025) (noting that unjust enrichment is an
important tool to be used while regulatory agencies contemplate their response to emerging
challenges)

156 See Douglas Laycock, The Scope and Significance of Restitution, 67 TEX. L. REV.
1277, 1279 (1989).

157 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 1 cmt. a (AM.
L. INST. 2011) (noting the flexibility of the requirement for the “unjust” enrichment of the
defendant); Mark P. Gergen, What Renders Enrichment Unjust?, 79 TEX. L. REv. 1927,
1946-47 (2001); see Lionel Smith, Restitution: A New Start?, in THE IMPACT OF EQUITY AND
RESTITUTION IN COMMERCE 91 (Peter Devonshire & Rohan Havelock eds., 2019).

158 See Emily Sherwin, Restitution and Equity: An Analysis of the Principle of Unjust
Enrichment, 79 TEX. L. REv. 2083, 2089, 2094 (2001); see also Ayelet Gordon-Tapiero &
Yotam Kaplan, Unjust Enrichment by Algorithm, 92 GEO. WASH. L. REv. 305, 343-49
(2024) (suggesting that unjust enrichment may be helpful in overcoming the harms of
algorithmic personalization by social-media platforms).

159 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 1 (AM. L. INST.
2011) (“A person who is unjustly enriched at the expense of another is subject to liability in
restitution.”); WARD FARNSWORTH, RESTITUTION: CIVIL LIABILITY FOR UNJUST
ENRICHMENT 1-2 (2014).

160 See generally Dan Priel, The Justice in Unjust Enrichment, 51 OSGOODE HALL L.J.
813 (2014) (discussing the relationship between the law of unjust enrichment and principles
of corrective justice and distributive justice).

161 See id. at 817.
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enrichment by the defendant, (2) the enrichment being at the expense of the
plaintiff,!62 and (3) the injustice of the defendant’s enrichment.!63

Courts apply unjust enrichment doctrine in a variety of factual and legal
contexts.!%4 For example, a mistaken money payment is considered a simple and
classic case of unjust enrichment. Thus, a person who received a payment by
mistake is obligated to return the money!63 (subject to some defense rules!'%¢) to
prevent unjust enrichment.'¢” The principles of the law of unjust enrichment
also apply when goods or services are provided without contract and without
payment.!%8 Thus, if one received goods or services, there are three options:
First, enrichment can be rightful if the recipient paid for what they received or
otherwise accepted it by contract or consent. Second, enrichment can be
wrongful if the recipient stole or illegally took from others.!6° Third, the
enrichment can be unjust if the recipient did not pay for what they received but
also did not steal it nor obtain it by infringing on the property right of the
benefactor. This third case is a middle ground category. In such cases, the
recipient-beneficiary may be obligated to pay for what she received to prevent
unjust enrichment.!”? We continue our review of the law of unjust enrichment

162 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 2 cmt. a (AM.
L. INST. 2011) (“[T]he receipt of a benefit at the expense of the claimant is a necessary but
not a sufficient condition of liability in restitution.”).

163 Sherwin, supra note 158, at 2106 (discussing the different factors that might satisfy
the requirement for the injustice of the defendants’ enrichment); Maytal Gilboa, Yotam
Kaplan & Roee Sarel, Climate Change as Unjust Enrichment, 112 Geo. L.J. 1039, 1072
(2024) (discussing the requirement for the injustice of the defendant’s enrichment); Maytal
Gilboa & Yotam Kaplan, The Mistake About Mistakes: Rethinking Partial and Full
Restitution, 26 GEO. MASON L. REv. 427, 442 (2018) (illustrating the operation of the
requirement for the injustice of the defendant’s enrichment).

164 Sherwin, supra note 158, at 210612 (noting the multiplicity of legal categories
cohabiting under the broad title of “unjust enrichment”).

165 See RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 6 (AM. L.
INST. 2011); HANOCH DAGAN, THE LAW AND ETHICS OF RESTITUTION, 19, 38, 4041, 64—74
(2004); Andrew Burrows, Restitution of Mistaken Enrichments, 92 B.U. L. REv. 767, 767
(2012); PETER BIRKS, UNJUST ENRICHMENT 3 (2d ed. 2005).

166 2., RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 65 (AM. L.
INST. 2011). The doctrine of change of position is one central defense in such cases. See id.
§ 65 cmt. a. This doctrine is used to limit restitution when the recipient of a mistaken
payment relied on the mistaken payment in good faith so that returning it to the payer would
cause the recipient loss. /d. § 65 cmts. a, d. For an example of a defense aside from change
of position, see generally Andrew Kull, Defenses to Restitution: The Bona Fide Creditor, 81
B.U. L. REv. 919, 923 (2001).

167 BIRKS, supra note 165, at 3.

168 See id. at 40-41.

169 See RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 3 (AM. L.
INST. 2011) (“A person is not permitted to profit by his own wrong.”).

170 Gilboa, Kaplan & Sarel, supra note 163, at 1072; see also Maytal Gilboa & Yotam
Kaplan, The Costs of Mistakes, 122 CoLUM. L. REV.F. 61, 71 (2022) (discussing the rationale
for liability in unjust enrichment).
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by comparing these three key categories: wrongful enrichment, rightful
enrichment, and unjust enrichment.

1. Wrongful Enrichment

Wrongful enrichment occurs when a person profits through their wrong or
crime.!”! The simplest example of wrongful enrichment is theft, whereby a
person enriches themself by violating other’s property rights.!72 The wrongfully
enriched offender must return the property to its rightful owner.!”3 Wrongful
enrichment can be related to a variety of offenses. For instance, in the classic
case of Riggs v. Palmer,'7* the defendant was enriched through the crime of
murder! 7> because he poisoned his grandfather to inherit his estate.!76 Although
the murderer was caught and tried,!”” state law did not prevent him from
receiving his part in the inheritance.!’® As the murderer was wrongfully
enriched, he was made to forgo the profits obtained through his crime.!7?

Cases of enrichment through a wrong or a crime call for augmented
remedies to ensure that wrongs are not profitable. In such cases, the remedy of
disgorgement of profits can be used to strip wrongdoers of gains obtained
through the wrong.!89 Another legal instrument, the constructive trust, can be
used in a similar way.!3! Thus, if the defendant wrongfully took assets from the
plaintiff, those assets can be construed to be held by the defendant in trust for
the plaintiff.!82 Any derived benefits would thus go to the plaintiff.!83 Through
such remedies, a wrongdoer can be made liable for more than the value they
took from the plaintiff, and also for subsequent gains. Such supracompensatory

171 See RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 51(4) (AM.
L. INST. 2011) (explaining the liability of wrongdoers in unjust enrichment).

172 See Daniel Friedmann, Restitution of Benefits Obtained Through the Appropriation
of Property or the Commission of a Wrong, 80 COLUM. L. REv. 504, 504 (1980) (explaining
that, under the doctrine of unjust enrichment, tort plaintiffs can either sue for damages in a
regular tort action or choose the alternative of suing for the benefit the injurer obtained
through the wrong).

173 1d_ (explaining this outcome is necessary to prevent unjust enrichment).

174 Riggs v. Palmer, 22 N.E. 188, 188 (N.Y. 1889).

175 See id. at 189.

176 14

77 1d. at 191.

178 1d. at 189.

179 1d. at 190-91.

180 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 51(4) (AMm. L.
INsT. 2011) (defining disgorgement as a restitutionary remedy designed to strip a wrongdoer
of all ill-gotten gains).

181 See Lionel Smith, Constructive Trust and the No-Profit Rule, 72 CAMBRIDGE L.J.
260, 260 (2013).

182 14 at 262-63.

183 1d ; see also Andrew Kull, Restitution in Bankruptcy: Reclamation and Constructive
Trust, 72 AM. BANKR. L.J. 265, 286 (1998).
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remedies are justified by their ability to induce deterrence.!84 If a wrongdoer is
allowed to benefit through their wrong, the legal system effectively incentivizes
wrongful activity. To counter this effect, a court may strip wrongdoers of any
unlawful gains.!8>

2. Rightful Enrichment

The case of rightful enrichment is an uninteresting one from a legal
perspective because it does not invoke liability. We explain it here as an
important point of comparison against the concepts of wrongful and unjust
enrichment. Simply put, rightful enrichment occurs when a recipient has a right
to what they received.!3¢ In the case of labor or services provided by another,
the recipient is enriched by right if they paid an agreed-upon sum for the services
provided or otherwise are entitled to them through consent by both parties.!87
Thus, rightful enrichment can exist absent payment, such as in the case of a
gift,!88 services provided by volunteers,!8 or a waiver of payment.'® If a
benefactor gives another person a gift (provided that the gift is made legally and
with no coercion), then the beneficiary has the right to the assets or services
provided and is not considered to have been unjustly enriched.

The legal concept of waiver of payment is a key element in unjust
enrichment doctrine and is used widely outside the strict category of gifts. Thus,
in many cases of positive “externalities”!®! (i.e., general beneficial effects),

184 See Ofer Grosskopf, Protection of Competition Rules via the Law of Restitution, 79
Tex. L. REv. 1981, 1997-98 (2001) (explaining that stripping wrongdoers of their gains is
necessary to remove incentives for wrongdoing).

185 1d. at 2007.

186 See Reinhard Zimmerman, Unjustified Enrichment: The Modern Approach, 15
OXFORD J. LEGAL STUD. 403, 403 (1995) (“[I]t is implicit . . . that a person may have and
enjoy, or request to receive, what is due to him.”).

187 This approach is also adopted in the Restatement. See RESTATEMENT (THIRD) OF
RESTITUTION AND UNJUST ENRICHMENT §1 cmt. b. (AM. L. INST. 2011); Andrew Kull,
Rationalizing Restitution, 83 CALIF. L. REV. 1191, 1212—13 (1995).

188 See, e.g., Moore v. Sweet, [2018] 3 S.C.R. 303, para. 57 (Can.) (“[T]here is nothing
unjust about a defendant retaining a gift of money that was made to him or her by (and
that resulted in the corresponding deprivation of) the plaintiff.”).

189 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 2(3) (AM. L.
INsT. 2011) (“There is no liability in restitution for an unrequested benefit voluntarily
conferred, unless the circumstances of the transaction justify the claimant’s intervention in
the absence of contract.”).

190 14

191 STEVEN M. SHAVELL, FOUNDATIONS OF ECONOMIC ANALYSIS OF LAw 77 (2004)
(explaining externality as the effect by one party’s action on another’s well-being). Ronald
Coase suggests that the term “externality” was first used by Samuelson. R.H. COASE, THE
FIRM, THE MARKET, AND THE LAW 23 n.35 (1988) (citing Paul A. Samuelson, 4spects of
Public Expenditure Theories, 40 REV. ECON. & STATS. 332, 332-38 (1958)); see also James
M. Buchanan & Wm. Craig Stubblebine, Externality, 29 EcoNoMiCA 371, 381 (1962). For
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benefactors are considered to have waived their rights for payment by choosing
a course of action that benefits others without insisting on payment.'®? To
illustrate, consider a simple example of a homeowner installing security cameras
around their house.!?3 Once the cameras are installed, owners of adjacent homes
also enjoy increased security, as any burglar attempting to enter their homes
might be captured by the cameras.!** Thus, the neighbors are enjoying a benefit
they did not pay for. Yet in such cases, liability is usually not available.!?> This
outcome is justified in terms of waiver of payment. The homeowner knew that
their neighbors would benefit from the cameras; the homeowner chose to install
the cameras and to refrain from contracting for payment with the neighbors. In
making those choices, the homeowner showed they were forgoing the right for
payment. Such cases are therefore comparable to an implicit gift, and the
beneficiary is considered rightfully enriched and is not obligated to make
restitution.

3. Unjust Enrichment

In some cases, enrichment is not wrongfil (it is not derived through a
wrong) but is also not rightful (it is not held by right). This is the middle ground
category of unjust enrichment, which pertains to situations in which a party is
enriched with no justification but also without a wrong.!%¢ To illustrate this
category, consider the following example. Bob faints in the middle of the street.
Luckily for him, Dr. Alice happened to be nearby. She provides him with

a critique of the use of the term externality, see R. H. Coase, The Problem of Social Cost, 3
J.L. & EcoN. 1, 2 (1960) (arguing that the term implies one party’s action affecting another
party, thus ignoring the more accurate depiction of the issue—that of complementing and
conflicting uses). On positive externalities, see Israel Gilead & Michael D. Green, Positive
Externalities and the Economics of Proximate Cause, 74 WASH. & LEE L. REv. 1517, 1535—
58 (2017) (“[W]here D’s conduct generates not only expected harms, but also expected
benefits, the benefits that are externalized by D should also be internalized to her.”).

192 See Ariel Porat, Private Production of Public Goods: Liability for Unrequested
Benefits, 108 MicH. L. REv. 189, 190-91 (2009) (explaining that, under existing law, liability
in unjust enrichment is unavailable in cases of positive externalities or the private production
of public goods).

193 For an analysis of a similar example, see id.

194 Security is a classic example of a public good. See Ian Ayres & Steven D. Levitt,
Measuring Positive Externalities from Unobservable Victim Precaution: An Empirical
Analysis of Lojack, 113 Q.J. ECON. 43, 65 (1998).

195 See Porat, supra note 192, at 191.

196 peter Birks, Unjust Enrichment and Wrongful Enrichment, 79 TEX. L. REV. 1767,
1791 (2001) (explaining the difference between wrongful enrichment and unjust
enrichment).
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medical treatment that saves his life.!97 In this case, Bob has been enriched at
the expense of Dr. Alice.!?8

Note also that Bob committed no wrong or tort, did not violate Alice’s
property rights, did not breach a contract, and surely did not commit a crime.
Therefore, Bob’s enrichment cannot be considered “wrongful.” On the other
hand, Bob also did not pay for the benefit he received, and Alice did not forgo
payment. Therefore, Bob’s enrichment is not “rightful.” Bob has no valid
entitlement to the benefit he received and must pay restitution.!*® Bob’s
enrichment is the result of a legal accident and employs the rather peculiar space
of “unjust” enrichment. Bob will be expected to pay the fair market price for the
medical services Dr. Alice provided.2%0

The difference between rightful and unjust enrichment depends on the
concept of waiver or “volunteering.”?%! To see this point, consider again the
security cameras example reviewed above, in comparison to the example of
medical services provided in an emergency.2%2 In both cases, services or goods
were provided with no payment. Yet, in the security cameras case, the
benefactor (the homeowner) is considered to have waived the right for
payment,203 but in the case of medical services in an emergency, the healthcare
provider is not considered to have waived the right to payment in the same way.
The difference is as follows: in the case of the security cameras (and in other
such cases of “positive externalities”), the benefactor was aware of the
incidental benefit their actions are creating for others and nevertheless chose to
act without securing consent to pay. From this action, the benefactor forgoes the

197 For similar examples, see RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST
ENRICHMENT § 20 cmt. ¢ (AM. L. INST. 2011).

198 11

199 See Cotnam v. Wisdom, 104 S.W. 164, 166 (Ark. 1907) (explaining that physicians
providing medical services to unconscious patients are entitled to payment).

200 See, e.g., K.A.L. v. S. Med. Bus. Servs., 854 So. 2d 106, 108 (Ala. Civ. App. 2003)
(discussing that, where an unconscious patient was brought to the hospital after a failed
suicide attempt and the patient’s life was saved, the hospital was entitled to restitution for
reasonable costs); Bingham Mem’l Hosp. v. Boyd (In re Estate of Boyd), 8 P.3d 664, 666,
669 (Idaho Ct. App. 2000) (discussing that, when a patient was admitted to the hospital by
his wife and stepson and refused to pay medical bills, the court granted restitution). See
generally In re Estate of Crisan, 107 N.W.2d 907 (Mich. 1961) (reaffirming the general
restitutionary rule according to which consent is not required to establish duty to pay in
emergency cases where the patient was unable to express her medical need).

201 See RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 2(3) (AM.
L.INsT. 2011).

202 See supra Part IV.A.2.

203 See supra Part IV.A.2. The law usually assumes that those who acted to benefit
another without securing payment acted as volunteers and waived the right to payment. The
reason for this assumption is to avoid forcing the recipient of the benefit into a bargain they
did not agree to. Falcke v. Scottish Imperial Ins. Co. (1886) 34 Ch D 234 at 248 (Eng.) (“The
general principle is, beyond all question, that work and labor done or money expended by
one man to preserve or benefit the property of another do not . . . create any obligation to
repay the expenditure. Liabilities are not to be forced upon people behind their backs . . . .”).
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right for payment. The case of life-saving services is different. The medical
services provider indeed chose to act without securing payment, but we should
not conclude from this action that they forgo the right to payment. Rather, they
provided life-saving medical services, as they must. They failed to secure
consent for the same reason: to avoid wasting time in a life-threatening
emergency. Because we should not take the actions of the benefactor to indicate
waiver of the right to payment, the defendant’s enrichment is unjust, and
restitution is owed.

This legal distinction regarding waiver is not a neutral or completely factual
one but can also be affected by normative considerations. Thus, both in the
cameras case and in the emergency case, the activity is overall beneficial and
should be encouraged. Yet, in the case of the security cameras, there is no clear
need for legal intervention, and market forces can encourage this activity. If
there is indeed demand for security cameras, people can contract between
themselves and create incentives to install such cameras, and there is no clear
need for the law of unjust enrichment to interfere and create implicit bargains
between them. On the other hand, in the case of life-saving services in an
emergency, there is a great social interest in the services, and there is no way
for the market to produce the desirable transaction (assuming that the patient is
unconscious). Therefore, the law intervenes to create the bargain the parties
presumably would have created had they been able to.204

It also matters that Dr. Alice acted in her professional capacity.?%> When a
professional physician acts to save the life of another in an emergency, nothing
in these actions indicates they waive their rights for payment.20 Had the
medical treatment been provided by a nonprofessional passerby, the legal
analysis would be different, and the case may be viewed as part of the category
of rightful enrichment. Courts would assume that the passerby acted as a
volunteer and waived their right for remuneration.207

The remedy in this case is measured according to the fair market value of
the labor that Dr. Alice provided,?%® as opposed to the full subsequent benefit
enjoyed by Bob (his life). This is an intuitively justified outcome, as Bob’s life
is his own and does not belong to Dr. Alice, even if it is true that Bob would not
have his life if Dr. Alice’s did not act. For similar reasons, Bob (or his estate)
would be obligated to pay Dr. Alice even if she provided medical services but

204 See Cotnam, 104 S.W. at 164 (holding that two physicians who provided aid to an
unconscious person who was thrown out of a streetcar were entitled to restitution for the
procedure they performed); Robert A. Long Jr., A Theory of Hypothetical Contract, 94 Yale L.J.
415, 427-28 (1984) (explaining restitution for unsolicited benefits based on a theory of hypothetical
contract).

205 As Saul Levmore explains, “Not every parent who fills in for the school bus driver
expects to gain restitution.” Saul Levmore, Explaining Restitution, 71 VA. L. REV. 65, 100—
01 (1985).

206 See Cotnam, 104 S.W. at 166.

207 See Levmore, supra note 205, at 100-04.

208K A.L. v. S. Med. Bus. Servs., 854 So. 2d 106, 108 (Ala. Civ. App. 2003).
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was ultimately not successful in her efforts.20° This is so because the benefit Dr.
Alice provided—and by which Bob was enriched—is the service and her labor,
not the outcome of saving Bob’s life.2!9 Bob is presumably interested in such
efforts, and as a society we want physicians like Dr. Alice to provide such
services. Payment for them is therefore owed.

B. Enrichment by Data

After explaining the basic categories of the law of unjust enrichment and
their operation, this Subpart applies these categories to generative Al training.
For the purpose of this discussion, we focus on the stage of generative Al
training, as opposed to dataset curation and output generation. As explained
above, the phenomena of dataset curation and output generation implicate two
of the exclusive rights copyright protects—the right to reproduce copies of the
works?!! and the right to create derivative works?!2—that are distinct copyright
issues that must be decided within the legal framework of copyright law. Yet,
neither of these copyright issues resolve the core legal question newly created
by generative Al development: what is the legal status of generative Al
training? This is a separate question, as generative Al training does not entail
copying nor the creation of a derivative work—instead, it is a new creator.?!3

Because this is not a question of copyright, we turn to examine it through
the residual legal category of the law of unjust enrichment. More specifically,
in line with the doctrinal structure described above,?!4 we ask the following
question: as generative Al training builds upon the labor of previous creators
and creates immense profits for Al firms at the expense of human creators, under
which of the three aforementioned categories does this enrichment fall:
wrongful, rightful, or unjust?

209 Levmore, supra note 205, at 99 (“[Physicians are granted restitution for emergency
medical services whether or not the patient recovers.”).

208ee Cotnam, 104 S.W. at 166 (“So that a surgical operation be conceived and
performed with due skill and care, the price to be paid therefor does not depend upon
the result. The event so generally lies with the forces of nature that all intelligent men
know and understand that the surgeon is not responsible therefor. In absence of express
agreement, the surgeon, who brings to such a service due skill and care, earns the
reasonable and customary price therefor, whether the outcome be beneficial to the
patient or the reverse.” (quoting Ladd v. Witte, 92 N.W. 365 (Wis. 1902)).

211 8ee 17 U.S.C § 106(1).

21296 17 U.S.C § 106(2).

213 See Samuelson, supra note 3, at 1557 (“[E]ven if court ruled that the use of in-
copyright works in a training dataset was held to infringe copyrights, that infringement might
not carry over to the generative Al system insofar as the models do not embody the data on
which they were trained in recognizable form.”).

214 See supra Part I[V.A.
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1. Wrongful Enrichment

Companies training generative Al are making immense profits at the
expense of human creators.?!> There is a reasonable argument to be made that
this enrichment is “wrongful.” Such an option would require showing that Al
training is an illegal act or that it violates the rights of human creators.?!6

While this outcome might be conceptually possible, it suffers from some
difficulties. First, conceptually, as explained above, it seems unconvincing that
generative Al training indeed violates copyright. Copyright violation typically
involves the duplication and distribution of protected works.2!7 While
generative Al training might be somewhat similar to these actions, its output
rarely duplicates a copyrighted work.

Determining that Al training constitutes a wrong would also be problematic
because it might lead to undesirable outcomes. As mentioned above, if Al
training indeed constitutes copyright infringement, a rich menu of remedies,
including disgorgement of profits and statutory damages, becomes available.?!8
The availability of these enhanced, supracompensatory remedies can make the
development of generative Al prohibitively costly. For these reasons, while
possible, classifying Al training as wrongful enrichment is unhelpful: it is
unconvincing doctrinally and counterproductive as a matter of policy.

2. Rightful Enrichment

A second option is that Al training is rightful enrichment in the sense that
the companies training generative Al models have the full rights to use the
training datasets and everything in them. This option, while theoretically
possible, is also problematic on several grounds. First, the companies training
generative Al models did not pay for the benefit they are enjoying. The datasets
used in Al training represent the culmination of an unimaginable amount of
work, and companies training generative Al models are making use of this labor

215 See generally Josh Howarth, 33 Booming Generative AI Companies & Startups
(2024), EXpLODING Topics, https://explodingtopics.com/blog/generative-ai-startups [https://
perma.cc/GAU4-4GD7] (Dec. 29, 2024) (detailing the value of leading generative Al
companies such as Hugging Face, valued at $4.5 billion). See generally Jacob Robbins, Meet
the Generative Al Startups Pulling in the Most Cash, PITCHBOOK (Oct. 18, 2023), https:/
pitchbook.com/news/articles/vc-valuations-generative-ai-startups [https://perma.cc/E79D-
QQIK] (reporting the value of several generative Al companies); Metz, supra note 154
(reporting on the immense value of OpenAl); Satariano & Metz, supra note 154 (reporting
that Amazon found Anthropic to be incredibly valuable).

216 See Maytal Gilboa & Yotam Kaplan, Loser Takes All: Multiple Claimants and
Probabilistic Restitution, 10 U.C. IRVINE L. REV. 907, 920-21 (2020) (illustrating the concept
of wrongful enrichment and studying the associated remedies).

21717 U.S.C. § 106.

218 See, e.g., Yotam Kaplan & Gideon Parchomovsky, The Reliance Interest in
Intellectual Property Law 24-35 (unpublished manuscript) (on file with author).
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to generate immense profits.2!? These companies are not paying for the benefit
they are using. This already puts into question the possibility that Al training
constitutes rightful enrichment, as the conceptually simplest case of rightful
enrichment is when one pays for what they require or enjoy.

Determining that Al training constitutes rightful enrichment is also
problematic as a matter of policy, as it leaves nothing for human creators in
terms of compensation for their labor. This is not only unfair but also detrimental
to the future development of Al. In an Al-dominated world, human content
creators are at a structural disadvantage. They must fight an uphill battle against
competitors that can generate content at unimaginable speed and frightening
quantities.??® If human creators’ contributions are used—without
compensation—to train the Al the creators are competing against, they are left
with even less of a chance to survive professionally. And in a world with no
human creators, Al will stagnate.

Ultimately, absent payment, the question of whether Al training constitutes
rightful enrichment or unjust enrichment would depend on the question of
waiver. We turn to this question now.

3. Unjust Enrichment

A third and final option is to classify Al training as unjust enrichment. This
makes intuitive sense because companies training generative Al are enjoying
work they never paid for. The key question is therefore that of waiver: did
human creators waive their right to payment for the use of their works in
generative Al training? A simple argument for waiver would be that when
human creators publish their creations, they implicitly agree for it to be used.
While possible, this argument is somewhat lacking.

First, datasets used in Al training can include content that was never
published online by its human creators but uploaded there by third parties.22!
Under unjust enrichment doctrine, waiver of the right to payment is often
concluded from the fact that the benefactor is considered an “officious
intermeddler”—if one gives goods or services to another without being asked
to, the court feels comfortable concluding that such behavior indicates forgoing
payment.?22 This conventional mode of analysis does not apply to human
creators in the context of generative Al training. Human creators did not thrust
their creations into the lap of generative Al developers. Therefore, there is no

219 See Metz, supra note 154.

220 See Lee, Cooper & Grimmelmann, supra note 24, at 49 (describing the process of
generating content by a generative Al model).

221 ee, Ippolito & Cooper, supra note 34, at 14 (“[W]ebsite origins don’t necessarily
correlate with authorship, so that content’s presence on a website doesn’t prove that the
website had permission to post the content.”).

222 See Levmore, supra note 205, at 65 (explaining the concept of “officious
intermeddler”); John P. Dawson, The Self-Serving Intermeddler, 87 HARv. L. REV. 1409,
1409 (1974).
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factual basis from which to determine that they acted as “officious
intermeddlers” and waived their rights to payment.

Second, even if human content creators published their creations, and even
if they published them online, this does not mean they forgo payment for all
types of use of their creations, especially commercial and highly profitable use
and use that potentially can put them out of business. In fact, it seems highly
unlikely, and even unrealistic, that human creators would volunteer—free of
charge—the very knowledge required to replace them.223

Third, and perhaps most important, it would be strange to argue that human
content creators waived the right to payment for the use of their works created
before generative Al training became a possibility. Even experts in the field of
machine learning could not have envisioned the technology reaching the point
it has at such a rapid speed.??* This analysis captures the unique situation of
generative Al technology. When a person creates a new work, the natural
assumption is that they waive the right for any payment in case other people are
inspired by their work or learn from it (other than the limited protection granted
by intellectual property law).225 However, there is no reason to assume that
human creators are agreeing to have machines digest their works free of charge,
a possibility that was never before contemplated and carries far-reaching
implications for the ability of human creators to continue benefiting from their
creative efforts.

If Al training is classified as unjust enrichment, this will open the door to
more tailored legal responses to generative Al training compared to those
offered under copyright. In particular, under copyright law, Al development
faces two possible legal outcomes. First, if Al development constitutes
copyright infringement and is not fair use, radical remedies such as injunctions
and high statutory damages become available.?26 Second, if Al development
does not constitute infringement but is considered fair use, then no remedy is

223 See De Vynck, supra note 11 (“Al tools are already being used to replace some
human-made work. Mass scraping of art, writing and movies from the web for Al training is
a practice creators say they never considered or consented to.”); Bedingfield, supra note 137
(reporting that Hollywood writers’ fears that they may be replaced by Al are justified).

224 Toni M. Massaro, Helen Norton & Margot E. Kaminski, SIRI-OUSLY 2.0: What
Artificial Intelligence Reveals About the First Amendment, 101 MINN. L. REV. 2481, 2485
(2017) (“Some will point out that the possibility of strong Al as yet remains—and may
always remain—entirely hypothetical.”); James Grimmelmann, Copyright for Literate
Robots, 101 Towa L. REV. 657, 67677 (2016) (“[L]Jook even further ahead. ... We are
teaching robots to write like us.... What if there comes a day when. .. robots are
superintelligent, surpassing human cognitive abilities as we surpass banana slugs?”).

22517 U.S.C. § 102(b) (describing certain rights which are never copyrightable such as
ideas, procedures, processes, systems, methods of operation, concepts and principles).

226 See Samuelson & Wheatland, supra note 146, at 441 (noting that willful infringers
may be required to pay extremely high damages and that courts “have interpreted willfulness
so broadly that those who merely should have known that their conduct was infringing are
often treated as willful infringers”).
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available.??” A finding of unjust enrichment offers a middle ground through a
more nuanced form of analysis. Thus, if dataset curation and output generation
are found to be fair use but Al fraining constitutes unjust enrichment, then
companies training generative Al do not face injunctions or statutory damages,
but may they have to pay a fair price for the services provided, much like Bob
had to pay Dr. Alice in the example above.??8 This is a significant difference in
outcomes. While augmented remedies available under copyright liability can
effectively prevent generative Al training as we know it, paying fair prices under
unjust enrichment can secure the interests of human creators without
overburdening companies training generative Al. In the example of medical
services, the remedy is measured according to the concept of quasi contract: the
law seeks to mimic a hypothetical contract between the parties and obligates the
beneficiary to pay the benefactor a sum of money the parties would have agreed
to pay for the provided services, had such a contract been possible.?2? This is of
course a highly speculative endeavor, but in the case of Al training, we can
speculate that a writer would agree to provide his services to the training process
at some reasonable fee that would allow such a transaction to take place. This
means, by definition, that the payment must be such that would allow companies
training generative Al to continue doing so. Any other measure of payment
would make the deal impossible and will therefore not be given as a remedy.

V. COMPARATIVE ANALYSIS

This Part offers an in-depth discussion of the proposal outlined in Part IV.
We explain the rationale of applying the doctrine of unjust enrichment to the
unauthorized use of data in the training of generative Al models, and we argue
that this approach leads to better results than those provided under copyright
law. We compare unjust enrichment and copyright in terms of the available
remedies and the roles of plaintiffs and defendants under each field, and we
explore the way the two fields may operate together and in relation to one
another.

A. Remedies

This Subpart compares the possible remedies under copyright and unjust
enrichment in the context of generative Al training. We show that unjust
enrichment law offers better tailored remedies that provide a more nuanced

227 See Sobel, supra note 17, at 82—83.

228 See supra Part IV.A.3.

229Dan Priel, In Defence of Quasi-Contract, 75 Mob. L. REV. 54, 54, 62 (2012)
(explaining unjust enrichment law as based on the idea of “quasi-contract,” representing
“cases in which the parties would have made a contract if conditions allowed them to do
s0”).
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approach to the governance of generative Al development. We also study the
issue of data provenance in relation to causation requirements.

1. Property Rules Versus Liability Rules

Our analysis in Part [V can be cast in the language of the modalities of legal
protection as pioneered by Guido Calabresi and Douglas Melamed. In their
seminal article, Calabresi and Melamed identify two basic modalities of
protecting entitlements: any right or asset can be protected through a property
rule or through a liability rule.23° Calabresi and Melamed explain the distinction
between the two modalities of protection as follows. First, if a right is protected
under a property rule, then the right can be removed only by the owner’s
consent.23! This consent must typically be bought from the owner, and any
attempt to use the owner’s right without their consent will be prevented through
heavy legal sanctions.232 As the name suggests, this type of protection is
typically granted to property rights,?33 granting property owners exclusive
power to set the price that they would require from any others who wish to use
their assets.?34 Second, if a right is protected under a liability rule, then the
owner still holds the right, but any nonowner can choose to remove it and then
pay a price determined not by the owner but by a third party government organ,
usually a court.?3> Calabresi and Melamed further explain that liability rules are
preferable when transaction costs are high.23¢ If transaction costs are high,
property rules can lead to stagnation because owners will not be able to sell their
property to those who wish to buy it.237 This creates inefficiencies, as socially
beneficial exchange will not take place due to the high costs of bargaining.?38
Therefore, under such circumstances, liability rules offer a key advantage.?3?
Liability rules create efficiency by facilitating a dynamic system of rights in
which assets can be transferred to those who value them most for a fair price

230 Guido Calabresi & A. Douglas Melamed, Property Rules, Liability Rules, and
Inalienability: One View of the Cathedral, 85 Harv. L. REv. 1089, 1105 (1972). The
Cathedral also offers a third type of legal protection rule through inalienability rules. /d. at
1105, 1111-15. Inalienability protection is granted when an entitlement cannot be removed
or sold, even with the consent of the holder. Margaret Jane Radin, Market-Inalienability, 100
HARrv. L. REV. 1849, 1849-50 (1987); Susan Rose-Ackerman, Inalienability and the Theory
of Property Rights, 85 COLUM. L. REV. 931, 931 (1985).

231 See Calabresi & Melamed, supra note 230, at 1105.

232 See id. at 1106.

233 Id. at 1105. See generally Henry E. Smith, Property and Property Rules, 79 N.Y.U.
L. REv. 1719 (2004).

234 Calabresi & Melamed, supra note 230, at 1092, 1105.

2351d. at 1092.

236 See id. at 1106-07.

237 See id.

23814, at 1106.

239 See id.
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objectively determined by the state.240 Note that liability rules offer protection
to owners, as they enjoy the full value of their rights.24! At the same time,
liability rules prevent assets from stagnating by preventing owners from vetoing
uses of the asset, allowing nonowners the uses they need even when bargaining
between the parties is impossible.242

The typology offered by Calabresi and Melamed maps nicely onto our
discussion in Part III. Under a copyright regime, human creators would be
protected under a property rule.?*3 Property-rule protection would mean that
generative Al developers must obtain consent from human creators?** or else
face sanctions in the form of statutory damages and injunctions.?#> This outcome
would reflect the ownership of human creators in their innovations but bar the
development of generative Al technology.

Our proposed solution—applying unjust enrichment doctrine—offers
liability-rule protection to human creators. Unjust enrichment doctrine
constructs a hypothetical bargain in which companies training generative Al are
allowed to use and enjoy this asset24% for an appropriate price determined by the
court?4” while human creators retain the right to their labor and effort. This is
the kind of high-transaction-cost situation that Calabresi and Melamed argue
liability rules are well-suited for.24% In the case of generative Al training, a
voluntary bargain between human creators and companies training generative
Al—although overall socially beneficial—seems impossible as a pragmatic
matter. The reason that transaction costs are high in this context is twofold. First,
the enormous number of parties makes bargaining incredibly costly.24? Second,
due to the rapid pace of technological change, the relevant parties were not able
to understand the nature of the bargain they were creating; in a very real sense,
the bargain only came to light after it had already been executed and new
generative Al tools emerged.25? When bargaining is not possible but the law
seeks to allow or even encourage certain exceptional transactions (recall the
example of the physician saving the life of an unconscious patient), liability-
rule protection is the appropriate legal outcome. In the context of generative Al

240 Calabresi & Melamed, supra note 230, at 1092.

241 See id.

24214 at 1092, 1106-07.

243 See Henry E. Smith, Intellectual Property as Property: Delineating Entitlements in
Information, 116 YALEL.J. 1742, 1745 (2007) (explaining that the property rule largely relies
on the exclusion strategy, which indirectly “protects rights-holders’ interests in the use of
resources”).

244 See Calabresi & Melamed, supra note 230, at 1105.

245 See id. at 1106.

246 See supra Part IV.B.3.

247 See Calabresi & Melamed, supra note 230, at 1092.

248 See id. at 1106-07.

249See Samuelson, supra note 3, at 1561.
25014, at 1562.
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training, liability-rule protection is available by applying the unjust enrichment
doctrine.

2. Causation: Obviating the Need to Identify Training Data

The doctrine of unjust enrichment incentivizes socially beneficial activities
by assuring that actors carrying out such activities are compensated for their
efforts.>>! For this purpose, the unjust enrichment doctrine allows benefactors
to collect a fair charge for their services, even if their efforts did not eventually
prove fruitful 232 To illustrate, recall the example of Bob and Dr. Alice described
above.233 In particular, recall that even if Dr. Alice did not manage to save Bob’s
life, she would still be entitled to fair payment for her efforts, expenditures, and
labor.254 Doctrinally, this outcome is explained by the fact that the benefit
received by Bob is not his life, but the services he received.?>> Normatively, this
outcome is justified because the goal of the doctrine is to assure that these
beneficial services are indeed provided.>?® Unjust enrichment doctrine thus
fosters an environment in which physicians have an incentive to provide their
services; more generally, unjust enrichment doctrine seeks to incentivize certain
types of actions when doing so seems desirable from a social perspective.23’

This doctrinal structure—including its focus on the value of the services
provided rather than on the outcome—proves immensely helpful in the context
of generative Al training. Recall that in the process of generative Al training, it
is not always possible to identify the source of the content included in the
dataset,>>® whether it was actually used in the training process,?>° or what impact
it had on its outcome.260 This makes the application of copyright law to the
problem of Al training extremely difficult. Conversely, the law of unjust
enrichment focuses on the availability of the services provided (e.g., Dr. Alice’s
work or a creators’ efforts) and not on their ultimate utility to the beneficiaries
(e.g., Bob’s life or the contribution of existing creations to the final model).2¢!
Therefore, applying unjust enrichment doctrine to the problem of Al training
does not require courts to ascertain whether a specific piece of data was
instrumental in the training process of a specific generative Al model or what

251 See, e.g., Cotnam v. Wisdom, 104 S.W. 164, 166 (Ark. 1907).

252 See Ross A. Albert, Restitutionary Recovery for Rescuers of Human Life, 74 CALIF.
L.REv. 85, 87 (1986) (“[Clurrent law . . . allows professional rescuers . . . to recover normal
fees whether or not the rescue is successful.”).

253 See supra Part IV.A.3.

254 See Albert, supra note 252, at 87.

233 See id. at 99-100.

236 14 at 100.

257 See, e.g., Cotnam v. Wisdom, 104 S.W. 164, 165 (Ark. 1907).

258 Lee, Ippolito & Cooper, supra note 34, at 5.

259 See id. at 12.

26074 at 5.

261 See Albert, supra note 252, at 87.
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weight it was given. Instead, it is sufficient to show that human creators made
their services available for the use of companies developing generative Al and
that those companies had an interest in receiving these services. Unjust
enrichment thereby fosters an environment in which creators are motivated to
create and make their labor and efforts available for others to use.

B. Actors

This Subpart compares copyright and unjust enrichment as bases for Al
litigation in terms of the positions of plaintiffs and defendants in each of the
fields. We show that the law of unjust enrichment offers several advantages.
First, it offers a more targeted and fine-tuned form of protection that lowers the
cost of litigation by focusing on specific types of plaintiffs and not
overburdening defendants. Second, unjust enrichment law offers a simpler
conceptualization of the actions of defendant firms that train generative Al,
avoiding some pitfalls plaguing copyright theory. Third, copyright runs the risk
of overburdening local defendants without creating similar difficulties to foreign
firms, thus generating a competitive disadvantage for American firms. We show
that unjust enrichment helps avoids this difficulty.

1. Plaintiff Types: Professionals and Laypeople

The doctrine of unjust enrichment distinguishes between services rendered
by professionals and those provided by a layperson.262 Thus, the individual who
received life-saving treatment by a medical professional must pay the fair
market price for the medical services provided.2®3 The same person, if treated
and even saved by a good Samaritan with no medical training, would not have
to pay for the services.?64 This difference in outcome is explained by the idea of
waiver. A person acting in a nonprofessional capacity usually does not expect
payment; conversely, professionals are unlikely to waive the right to payment
for their services.2%> This distinction is helpful for the problem of generative Al
training. Copyright protection is granted to all creators, whether they’re
professionals or amateurs.20© Managing this broad protection can prove
extremely costly for companies training generative Al, as it requires payment to
an unimaginable number of individuals at enormous sums. Not all materials

262 Albert, supra note 252, at 86-87. See generally Cotnam, 104 S.W. 165.

263 Cotnam, 104 S.W. at 167.

264 See Albert, supra note 252, at 86 (“[A] nonnegligent rescue has no legal liability to
a nonprofessional rescuer.”).

265 See id. at 100-01.

266 See 17 U.S.C. § 102; H.R. REP. No. 94-1476, at 51-52 (1976); Miriam Marcowitz-
Bitton, Yotam Kaplan & Emily Michiko Morris, Unregistered Patents & Gender Equality,
43 HARrv. J.L. & GENDER 47, 70 (2020) (“The moment an author has created and fixed a
copyrightable work in a tangible form, it automatically enjoys federal copyright
protection . . . .”).
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included in training datasets are created by professional creators (such as authors
and reporters); some materials are created by individuals sharing their opinions
and thoughts on personal blogs.267 Unjust enrichment facilitates a distinction
between the two groups, allowing a court to require companies training
generative Al to pay for the material created by professionals without creating
the same level of obligation to nonprofessionals.26® Nonprofessional creators
have presumably acted with no intention of making a profit and can thereby be
more easily considered to have waived their rights. This can help lower the
overall burden on companies training generative Al and significantly lower the
administrative costs of litigating the demands of human creators. This type of
legal solution allows generative Al firms to continue operating, considers the
legitimate interests of human creators, and provides incentives for professional
creators to invest in their innovative efforts.

2. Defendant Types: Human and Computer Readership

Copyright law has developed a distinction between human and computer
readership.26? In a series of rulings, courts found that use of copyrighted content
by computers is fair use where the very same (or lesser) use by humans would
likely have been found to be infringing.?’ The bulk copying of millions of
books by Google was considered fair use,?’! as was the copying of millions of
pictures by Google.2’> The copying of students’ essays for the purpose of
generating a database to fight plagiarism was also found to be fair use, though
the copying of a single essay by a human student would likely not enjoy the
same protection.?”3

267 Schaul, Chen & Tiku, supra note 13.

268 See Albert, supra note 252, at 86 (describing the familiar distinction between
professional and nonprofessional benefactors as plaintiffs in unjust enrichment).

269 Grimmelmann, supra note 224, at 667 (“Perhaps you have seen the tension. We have
created a two-tracked copyright law: one for human readers and one for robots. Uses
involving human readers receive close and exacting scrutiny to make sure that no market
belonging to the copyright owner is being preempted. Uses involving robotic readers are
fast-tracked for fair use.”); Sobel, supra note 17, at 74 (discussing “[c]opyright’s compulsion
to differentiate human authorship from mechanical outputs . . . .”).

270 Lemley & Casey, supra note 30, at 745 (“But thanks in large part to copyright’s fair
use doctrine, robots that do the same have traditionally been granted broad latitude.”). See
generally Grimmelmann, supra note 224 (describing leading copyright rulings).

271 Authors Guild v. Google, Inc., 804 F.3d 202, 207, 229 (2d Cir. 2015) (deciding that
Google’s use of copyrighted books was fair use).

272 perfect 10, Inc. v. Amazon.com, Inc., 508 F.3d 1146, 1168, 1176 (9th Cir. 2007)
(finding defendant’s use of pictures is likely fair use); see also Kelly v. Arriba Soft Corp.,
336 F.3d 811, 822 (9th Cir. 2003) (finding that displaying copyrighted pictures as thumbnails
was fair use).

273 See AV. ex rel. Vanderhye v. iParadigms, LLC, 562 F.3d 630, 635, 638, 645 (4th
Cir. 2009) (discussing fair use in a case where the school required students to submit their
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The distinction between computer (or robot) and human readership is cause
for some concern. In 2016, James Grimmelmann asked: “who decided it would
be a good idea to give artificial intelligence researchers free rein over
humanity’s complete creative output?”’2’4 Predicting the future, he warned of
the dangerous result of such a policy: “[Clopyright policy here arguably
increases the chances that humanity will meet a sudden, violent, and extremely
unpleasant end.”?”5 Grimmelmann’s grim predictions now seem more
convincing than ever.

Unjust enrichment law offers a clean start and a way forward, leveling the
playing field between humans and computers. The reason for this is simple. For
unjust enrichment law, the nature of the use of the original creation—be it
through a computer reader, a human reader, or something else entirely—is less
important. What is important is that companies training generative Al have
benefited greatly through the efforts of human creators who have not given their
consent to the exploitation of their labor free of charge.?’¢ This general factual
pattern suffices to justify liability in unjust enrichment, regardless of questions
such as whether or not a work was physically copied or whether human and
computer readerships are conceptually comparable.

3. Interjurisdictional Competition: Foreign and Domestic Defendants

The Al dilemma has a strong international dimension. Thus, if the United
States introduces new limitations on the training of generative Al, this might
simply push their development overseas, and the United States would lose a
meaningful commercial advantage.?’’ Because all countries face similar
dilemmas, this means that policy adopted by governments regarding generative
Al training will not necessarily reflect the desired policy overall but rather will
reflect the competitive pressures each nation faces.

papers through a system whose terms of service granted it the right to archive students’
papers submitted through it); 17 U.S.C. § 106; see also Field v. Google, Inc., 412 F. Supp.
2d 1106, 1123 (D. Nev. 2006) (finding that Google’s copying of copyrighted content was
fair use as it was transformative).

274 Grimmelmann, supra note 224, at 678.

27514

276 See Lee, Cooper & Grimmelmann, supra note 24, at 119-20 (“[I]t is hard to say that
authors and publishers consented to scanning when they were published. It is harder still to
say that putting material online constitutes an implied license to use that material in Al
generations.”).

277 See Adam Satariano & Paul Mozur, The Global Race to Control A.I, N.Y. TIMES
(Aug. 14, 2024), https://www.nytimes.com/2024/08/14/briefing/ai-china-us-technology.html;
AI4DEMOCRACY, IE CTR. FOR THE GOVERNANCE OF CHANGE, CHARTING PATHS FOR A
GLOBAL GOVERNANCE OF Al 10 (2024), https://static.ie.edu/CGC/CGC-policy-brief Global-
Governance-of-Al_Final.pdf [https:/perma.cc/COVR-7XQP] (detailing the concern that
regulation in only one jurisdiction could hinder the development of technology).
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This challenge is especially pronounced under copyright law, which is
jurisdiction-specific by definition.2’8 Copyright protection is granted on a
territorial basis and offers jurisdiction-specific protection. Therefore, if
American courts decide that generative Al training constitutes copyright
infringement, such a holding will mainly affect American companies operating
in the United States, offering a comparative advantage to foreign companies.

This issue of interjurisdictional competition presents much less of a concern
under unjust enrichment law. The reason for this is simple: while copyright law
is distinctly territorial in its application, other areas of law, including the law of
unjust enrichment, are much less so. In fact, copyright law is quite unique in this
matter, offering jurisdiction-specific rights. In other areas, such as contract, tort,
or unjust enrichment, a private lawsuit against a firm in one jurisdiction is quite
easily enforceable against the same firm in a different jurisdiction.?”?

This principle of interjurisdictional respect for court decisions is considered
necessary to avoid duplicate procedure,?80 re-litigation,?8! and conflicting court
decisions,?82 and it reflects international comity.?83 Mainly, this legal
mechanism is necessary to allow plaintiffs to enforce judgments in their favor
and prevent defendants from strategically circumventing justice.?8

Thus, if an American plaintiff wins an unjust enrichment claim against a
foreign company in an American court, the court’s decision can be enforced

278 paul Torremans, Questioning the Principles of Territoriality: The Determination of
Territorial Mechanisms of Commercialisation, in COPYRIGHT LAW: A HANDBOOK OF
CONTEMPORARY RESEARCH 460, 460—61 (Paul Torremans ed., 2007) (describing that
copyright has a strong territorial nature); 1 KEVIN GARNETT, GILLIAN DAVIES & GWILYM
HARBOTTLE, COPINGER AND SKONE JAMES ON COPYRIGHT 18 (16th ed. 2011) (“As a rule,
copyright and related rights are granted with respect to a particular territory only and give
protection to nationals of that territory alone . . . .”).

279 See Alex Mills, The Dimensions of Public Policy in Private International Law, 4 J.
Priv. INT’L L. 201, 212 (2008) (explaining that courts will usually recognize and enforce a
foreign judgment even if the result is different from that which would be reached under
domestic law and even if the cause of action is unknown under domestic law); see also
Winston Anderson, Enforcement of Foreign Judgments Founded upon a Cause of Action
Unknown in the Forum, 42 INT’L & COMPAR. L.Q. 697, 700 (1993).

280 Arthur T. von Mehren & Donald T. Trautman, Recognition of Foreign Adjudications:
A Survey and a Suggested Approach, 81 HARv. L. REV. 1601, 1603 (1968) (explaining the
enforcement of foreign judgment as designed “to avoid the duplication of effort and
consequent waste involved in reconsidering a matter that has already been litigated”).

281 See Ronald A. Brand, Enforcement of Foreign Money-Judgments in the United
States: In Search of Uniformity and International Acceptance, 67 NOTRE DAME L. REV. 253,
266 (1991).

282 Ralf Michaels, Recognition and Enforcement of Foreign Judgments, in MAX PLANCK
ENCYCLOPEDIA OF PUBLIC INTERNATIONAL LAW § A.1 (Riidiger Wolfrum ed., 2009).

283 Hilton v. Guyot, 159 U.S. 113, 202-03 (1895) (basing foreign judgment enforcement
on principles of comity).

284 See Brand, supra note 281, at 255 (“In cases where the defendant’s assets lie in
another jurisdiction, collection is possible only if the second jurisdiction will recognize and
enforce the first jurisdiction’s judgment.”).
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against the foreign company also in foreign courts. The rules of conflict of laws
and private international law assure that court decisions are respected across
jurisdictions, subject to the appropriate conditions and requirements.28> This
means that if American courts decide that Al training constitutes unjust
enrichment, such a holding will not apply only to American firms but will also
have a major effect on foreign firms, meaning it will not put the United States
at a comparative disadvantage. This is a significant advantage of our proposal
over copyright law, not only because it avoids a disadvantage for American
firms, but also because it makes adopting our proposed regime more feasible
than the self-crippling application of copyright protection.

C. The Interplay of Copyright and Unjust Enrichment

This Subpart briefly studies the relationship between copyright and unjust
enrichment as the primary legal fields governing the process of generative Al
development. We study the issue of preemption, find that it does not bar an
unjust enrichment claim regarding generative Al training, and suggest that
copyright and unjust enrichment can operate as complementary legal elements
and not necessarily as mutually exclusive substitutes.

1. Preemption

Some may argue that our proposal in Part [V raises an issue of preemption.
17 U.S.C. § 106 lists the types of rights governed under federal copyright law;286
17 U.S.C. § 301 provides that the rights listed in § 106 are exclusive rights,
meaning that “no person is entitled to any such right or equivalent
right . . . under the common law or statutes of any State.”?87 Therefore, one
might argue that our proposal to apply unjust enrichment law to generative Al
training is preempted by federal copyright law, inasmuch as it grants a right
“equivalent to any of the exclusive rights within the general scope of copyright
as specified by section 106.7288 A careful analysis of the relevant sections of
Title 17 shows this is not the case. The reason is that the rights impacted by our
proposed framework are not “equivalent” to any of the exclusive rights
protected by 17 U.S.C. § 106. In particular, § 106 protects creators against three
types of infringements: (1) reproduction of the copyrighted works,
(2) preparation of derivative works, and (3) distribution of copies of the
copyrighted works.2%9 As we explain in more detail below, generative Al
training (as opposed to dataset curation or generation of outputs using
generative Al) implicates none of these. Because generative Al training invokes

285 Mills, supra note 279, at 204-05.
28617 U.S.C. § 106.

28717 U.S.C. § 301.

28814

28917 U.S.C. § 106.
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none of the exclusive rights protected in 17 U.S.C. § 106, the preemption clause
in 17 U.S.C. § 301 does not preempt other types of legal protection against such
action, including that provided by unjust enrichment law.

As we have explained, the generative Al supply chain is comprised of
several stages.2? One actor can be tasked with carrying out all stages, or each
stage can be carried out by a different actor.2®! Even then, the completed model
can be used by different parties to power different user interfaces, where users
have a strong influence on the output of the models.?2

Current analysis of generative Al and its copyright implications focuses on
dataset curation and output generation.??3 The argument is that the dataset
curation stage raises questions of copyright primarily because, during curation,
data is electronically copied from its source to be included in the dataset.2%* This
copying may be considered copyright-infringing reproduction under § 106.2%°
Many of the complaints currently before American courts focus on the dataset
curation and deployment stages, arguing that the dataset curators copied
“plaintiffs’ in-copyright works when ingesting them for purposes of training
generative Al models.”2% It has also been suggested that output generation can
infringe on rights protected by § 106, particularly if the model outputs verbatim
quotes of copyrighted works27 or otherwise produces works that might be
considered derivative.

Copyright scholars, however, have not focused on the training stage.2%8 This
stage does not implicate any of the exclusive rights protected by § 106. Training

290 See supra Part 11.

291 Lee, Cooper & Grimmelmann, supra note 24, at 42 (“[T]he model could be further
modified by the initial model trainer, by another actor at the same organization, or, if made
publicly available, a different actor from a different organization.”).

292 See id. at 45 (explaining how stages 6-7 detail the different forks in the road once a
model has been trained and fine-tuned).

293 See, e. g., Samuelson, supra note 3, at 1550; Lemley & Casey, supra note 30, at 749.

294 Lee, Cooper & Grimmelmann, supra note 24, at 35 (“[Flor generative-Al systems
that generate potentially copyright-infringing material, the training data itself will often
include copyrightable expression.”).

295 See Samuelson, supra note 3, at 1556 (“Claims of infringement of copyright’s
reproduction right are plausible against those who compile and curate datasets . . ..”); 17
U.S.C. § 106.

296 Samuelson, supra note 3, at 1550 (“[Clopies of the plaintiffs’ in-copyright works
when ingesting them for purposes of training generative Al models capable of producing
outputs—such as texts, images, or software code, in response to user prompts—and second,
that generated outputs are infringing derivative works because they are based on the works
on which the models were trained.”).

297 See id. at 1553 (arguing that the claim that the output of generative Al is a derivative
of the original copyrighted works is unconvincing); 17 U.S.C. § 106.

298 See, e.g., Samuelson, supra note 3, at 1561 (“[T]raining datasets may have no effects
on copyright markets.”).
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does not constitute copying, distributing, or producing a derivative work.2%?
Importantly, the generative Al model (as opposed to the outputs it may be
prompted to generate) is not a derivative of the works on which it was trained.
The model is comparable to a new author, not to a new work.3%0

This analysis shows that the case of Al training satisfies the “extra element”
test required to overcome federal copyright preemption. According to this test,
a claim that includes an “extra element” that is sufficiently different from the
exclusive rights protected by § 106 will not be preempted by federal copyright
law.3%1 For an extra element to render a case outside the limits created by the
preemption clause, the court asks “whether such extra elements of the state law
claim beyond what is required for copyright infringement ‘change[] the nature
of the action so that it is qualitatively different from a copyright infringement
claim.””302 To ascertain whether a claim is qualitatively different than a claim
of exclusive rights protected by copyright, courts “look at ‘what [the] plaintiff
seeks to protect, the theories in which the matter is thought to be protected and
the rights sought to be enforced.””303

In the context of generative Al training, the claims of human creators are
indeed “qualitatively different from a copyright infringement claim3% in a way
that satisfies the extra element test. Because generative Al training (as opposed
to dataset curation of output generation) does not involve copyright
infringement, creators’ claims regarding generative Al training would not raise
the issue of preemption. Instead, human creators seek fair compensation for their
investment in time, effort, and labor that have greatly and involuntarily
benefited Al companies. This is a claim based on the general principles of the
law of unjust enrichment and is thus not preempted by copyright law. The
Second Circuit recently recognized this possibility in ML Genius Holdings LLC
v. Google LLC, where the court applied the extra element test.3%> The Second
Circuit explained that Genius was not only making a copyright argument;30
rather, Genius sought “to protect by way of this action . . . its investment in time,

299 See id. at 155657 (“[T]raining datasets and generative Al software that embody
trained models are distinct objects . . . . [E]ven if a court ruled that the use of in-copyright
works in a training dataset infringed copyrights, that infringement might not carry over to
the generative Al system insofar as the models do not embody the data on which they were
trained in recognizable form.”).

30074, at 1551-52.

301 Briarpatch Ltd. v. Phoenix Pictures, Inc., 373 F.3d 296, 305 (2d Cir. 2004) (finding
that even if a claim otherwise satisfies the general scope requirement, a claim is not
preempted if it “include[s] any extra elements that make it qualitatively different from a
copyright infringement claim”).

302 Jackson v. Roberts (In re Jackson), 972 F.3d 25, 43—44 (2d Cir. 2020) (quoting
Computer Assocs. Int’l, Inc. v. Altai, Inc., 982 F.2d 693, 716 (2d Cir. 1992)).

303 Briarpatch Ltd., 373 F.3d at 306 (quoting Computer Assocs. Int’l, 982 F.2d at 716).

304 Jackson, 972 F.3d at 44 (citation omitted).

305 ML Genius Holdings LLC v. Google LLC, No. 20-3113, 2022 WL 710744, at *4-5
(2d Cir. Mar. 10, 2022).

306 74 at *3.
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labor, systems and resources that go into the process of making lyrics
transcriptions available to the public.”397 And while in this case the claim was
unsuccessful, the court indicated that this was due only to the way the claim was
phrased and pointed the way for future claimants to better construct their
argument to overcome the preemption barrier.3%® The Second Circuit’s holding
was heard loud and clear by some current plaintiffs whose complaints against
companies training generative Al now detail harms they suffered since they
were “deprived of the benefits of their work.”30

The fact that the training of generative Al does not implicate any of the
exclusive rights protected by § 106 should surprise no one. Congress enacted
Title 17 in 1976310 when generative Al training was barely even science fiction.
Even as recently as six or seven years ago, leading legal scholars were still
discussing generative Al as a highly speculative futuristic option and not as a
viable reality.3!! The legal liability for training generative Al models is, in this
respect, a legal lacuna. Scholars seeking to apply copyright law to this new
problem are not unlike a person holding a hammer who tends to see every
problem as a nail.3!2 Unable to identify a legal remedy to address the unjust
enrichment from training generative Al, scholars have attempted to apply
copyright law to the training stage as well despite the gross misalignment
between the two.

2. Synergy

Finally, we note synergy between different areas of law as another reason
why preemption is not a meaningful hurdle to the analysis we offer. Thus, unjust
enrichment principles, as we explain them here, can operate to guide copyright
law to the correct solution without necessarily replacing it or even applying
directly to the issue at hand.

The key problem copyright law faces in analyzing Al development pertains
to remedies. Copyright law offers extremely powerful remedies, such as

30714, at *3.

308 See id. (“Genius also contends that what it “seeks to protect by way of this action is
its investment in time, labor, systems and resources that go into the process of making lyrics
transcriptions available to the public, the fruits of which have been misappropriated by
Defendants in bad faith.” But the allegations in Genius’s complaint belie that argument.”
(citation omitted)).

309 Sjlverman Complaint, supra note 14, at 15.

310 Jessica D. Litman, Copyright, Compromise, and Legislative History, 72 CORNELL L.
REV. 857, 857 (1987) (detailing that Congress enacted the 1976 Revision of Copyright Law).

311 Massaro, Norton & Kaminski, supra note 224, at 2485 (expressing skepticism that
Al systems will become a reality); Grimmelmann, supra note 224, at 678 (voicing concern
that superintelligent robots could become a reality and obliterate humanity).

312 ABRAHAM H. MASLOW, THE PSYCHOLOGY OF SCIENCE: A RECONNAISSANCE 15
(1966) (“[1]f the only tool you have is a hammer, to treat everything as if it were a nail.”).
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injunctions and statutory damages.?!3 Any finding of copyright infringement
runs the danger of making such extreme remedies available, thus giving multiple
plaintiffs the power to completely stop Al development. The analysis of unjust
enrichment that we offer reveals the correct measure of recovery appropriate for
the case of generative Al training, thus avoiding this problem. Doctrinally, to
the degree that it is possible to have copyright law follow this correct measure
of recovery and not open the floodgate to more harsh forms of remedies, then
such a limited application of copyright law, guided by the rationales underlying
liability in unjust enrichment, can offer appropriate legal solutions. Under such
a legal construction, unjust enrichment law does not substitute copyright law but
supplements it and directs its operation.

Note also that under our proposal, unjust enrichment doctrine applies only
to the stage of generative Al fraining and not to the stages of dataset curation
and output generation.’'4 As we explain above, this is primarily due to the fact
that copyright law seems to preempt the application of unjust enrichment law to
these contexts.3!> While this seems to be the correct outcome as a matter of
existing law, it is not clear that this is also a normatively desirable outcome as a
matter of policy. Thus, it very well may be the case that participants in the other
stages of generative Al development, i.e. companies constructing training
datasets and users prompting new outputs, are also being unjustly enriched at
the expense of human creators. If this is the case, it might be that copyright
preemption, by barring the application of unjust enrichment law, leads here to
an unjust outcome.

Under such a view, our proposal should be seen as a second-best solution,
allowing the application of the law of unjust enrichment when doing so is
possible, even if not across the board. Thus, even if unjust enrichment doctrine
should apply to all stages of generative Al development, our proposal remains
in the realm of what is currently legally possible and recommends its application
only to the stage of generative Al training.

If liability in unjust enrichment is applied as we suggest, this might
indirectly affects participants in other stages of generative Al development.
Adopting our proposal will necessarily make generative Al training (somewhat)
more costly. In turn, these added costs will also affect other parties involved in
the other stages of generative Al development. For example, if liability in unjust
enrichment is applied to generative Al training, firms involved in dataset
curation might have to charge lower prices from companies training new
generative Al models. Similarly, users of generating outputs might have to pay
higher prices for the right to use new generative Al tools. These participants will
therefore also have to pay indirectly for the benefits they make and may not be

313 See generally Samuelson & Wheatland, supra note 146 (discussing the relief of
statutory damages in copyright cases); Samuelson, supra note 145 (detailing the centrality
of injunctive relief in cases of copyright infringement).

314 See supra Part IV.B.

315 See supra Part V.C.1.
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unjustly enriched, or at least not to the same degree they would have been
without our proposal.

VI. CONCLUSION

The accelerated development of generative Al over the past months has not
been without controversy. Leaders in the field of technology have expressed
concern over the risks involved in ongoing development and deployment of
these technologies.?!6 More than one thousand tech leaders signed a joint letter
calling for a moratorium on the development of generative Al models.3!7 This
effort soon turned out to be in vain, as companies scrambled to continue
developing their models.3!® Those who oppose the further development and
deployment of generative Al may find useful solutions in the law of copyright,
currently the leading legal lens through which generative Al is examined.
Applying copyright law to the development of generative Al leads to one of two
outcomes. If courts find that the use of copyrighted materials in the training of
generative Al is an infringement of copyright, it is likely to bring an end to the
development of generative Al. At the other extreme, if courts find that training
generative Al is fair use and thus not a copyright infringement, creators may be
disincentivized from generating new creations, ultimately leading to a model
collapse.

For those who believe that the responsible development of generative Al
has immense potential and is a worthwhile cause to pursue, this Article offers a
path forward in the form of the doctrine of unjust enrichment. Applying this
doctrine to the training of generative Al protects the interest of creators while
allowing companies training generative Al to move forward with their
innovative practices. The doctrine of unjust enrichment is a fitting legal
response to emerging technologies, offering advantages unaccounted for by
copyright law. It offers a legally responsible way for humanity to continue
enjoying the advantages offered both by human creation and computer-powered
generative Al
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